Measuring Information Transmission for
Team Decision Making
Timothy W. Rauenbusch
TR-33-04

Computer Science Group
Harvard University
Cambridge, Massachusetts

Measuring Information Transmission for Team
Decision Making

A thesis presented
by
Timothy William Rauenbusch
to
The Division of Engineering and Applied Sciences
in partial fulfillment of the requirements
for the degree of
Doctor of Philosophy
in the subject of
Computer Science
Harvard University
Cambridge, Massachusetts
May 2004

To my brother

c 2004 - Timothy William Rauenbusch
All rights reserved.

Thesis advisor

Author

Barbara J. Grosz

Timothy William Rauenbusch

Measuring Information Transmission for Team Decision
Making

Abstract
A fundamental problem in designing multiagent systems is to select algorithms
that make correct group decisions effectively. Typically, each individual in a group has
private, relevant information and making a correct group decision requires that private
information be communicated. When there is limited communication bandwidth or
potential for delays in communication, it is important to select the algorithm for
making group decisions that requires least communication.
This thesis makes three contributions to the design of multiagent systems. First,
it shows the benefits of quantifying information transmitted by measuring the entropy
of messages to find algorithms for decision making that minimize use of bandwidth.
Second, it provides an analysis of the information content of a diverse group of centerbased algorithms, including several types of auctions, for making group decisions.
Third, it defines a new data structure, the dialogue tree, that compactly represents
complex interactions between individuals.
The thesis demonstrates that the amount of communication required by an algorithm is highly dependent on factors of the multiagent system’s environment, such
as team size, error tolerance, and the likelihood that a given agent can perform a
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particular task. No single algorithm guarantees the least communication in all environments. The thesis further shows that a system designer must consider both
coordination and revelation when choosing an algorithm, and it provides compelling
evidence that systems that implement an unsuitable algorithm for decision making
incur significant costs for wasted communication.
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Chapter 1
Introduction
Computer networks have enabled computer systems to communicate with each
other, which has enabled agents—computer systems and people—to coordinate their
actions. Working together on a team, individuals that coordinate their actions can
accomplish goals that no agent on the team is able to accomplish independently.
However, for a group of agents, the act of forming a team to perform a task is
necessary but not sufficient to ensure the team’s success. To be successful, teams
must be able to make correct decisions. The process of making correct decisions
consumes resources. In the long run, teams that consume fewest resources in making
correct decisions will be the most successful. A requirement of a successful team is a
method for making correct team decisions that consumes as few resources as possible.
Making correct team decisions is important because not all teams are equally
effective. Differences in the effectiveness of teams may be exemplified by two teams
of volunteers building a wall of sand bags to fortify a sea wall before a flood. One
team unloads 30 bags of sand per minute by passing bags from hand to hand. The

1
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other organizes its work by having each volunteer run back and forth from the truck
to the shore unloading a bag at a time; it unloads only five bags per minute. Each
team has the goal of averting a flood, but the first team is more likely to achieve its
goal because it has made better team decisions about how to perform the task.
Similarly, minimizing the resources consumed by team members when making
decisions—both in computation and communication—matters. The importance of
the costs involved in decision making is clear when the number of interacting decisions
is large. If a team must come to a decision on 100 interacting issues, each of which
has 100 possible resolutions, then each team member may have information relevant
about the net cost of the resolution for each issue. If the system designer needs
to choose between Algorithm A, which requires that each agent reveal its private
information for all 100100 possible resolutions, and Algorithm B, which requires that
each agent reveal only its top ten resolutions for each issue, it is clear that Algorithm
B would require significantly fewer resources. If the correct team decision is returned
by each algorithm, teams that use Algorithm B will incur fewer costs than teams that
use Algorithm A.
Evaluating an agent’s success in the world requires answering not only whether
the agent achieved its goals but also what the cost was to the agent, in terms of
effort expended and resources consumed, in its attempt to achieve its goals. When
working on a team, an agent will typically increase the likelihood that it will achieve
its goals, and generally decrease the cost it incurs in achieving them. The main source
of this increase in productivity is that a team can capitalize on the diversity of skills
and resources of the team members. Two or more agents acting alone may lack the
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skills or resources required to accomplish their goals. But, when working together as
a team, these agents may be able to perform some group action that satisfies each
agent’s individual goals.
Moreover, even an agent that possesses all the skills and resources that are required
to accomplish its goals may find substantial benefits in forming a team. On a team,
each agent can perform those tasks to which it is best suited, and allow its teammates
to do likewise. For example, it may be in the interest of a fashion designer who can
type 120 words per minute to work with a secretary who can type only 60 words per
minute. The loss due to the decrease in typing speed may be more than offset by the
extra time that the designer can devote to fashion. This phenomenon is known in the
economics literature as comparative advantage. Because of comparative advantage,
working as a team may lower the total cost of accomplishing all of the agents’ goals.
With a properly chosen and structured team, each agent will be better off as a team
member than as an independent actor.
There are three central technical challenges to the implementation of agents that
can effectively participate in a team activity. Each agent must
1. identify other compatible agents with which to form a team to perform a group
action;
2. negotiate with other team members over how the group action is decomposed
into individual tasks and the responsibilities of each team member for performing those tasks;
3. establish the mental states required to execute those tasks for which it responsible, monitor progress, and provide support to other agents in the group when
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necessary.
This thesis presents an analysis of algorithms that address the second challenge,
the challenge of team negotiation, among teams of computer agents for which interagent communication is costly. Earlier work (Ortiz, Rauenbusch, & Hsu 2003; Ortiz
& Rauenbusch 2002; Rauenbusch 2002) analyzed the Mediation algorithm for team
negotiation.
The first challenge, of identifying other agents with whom to form a team, has
been studied by Hunsberger and Grosz (2000), and Dutta and Sen (2001) and is
an active area of current research. For our purposes, we assume that agents have
identified others with which to form a team, and have agreed on the group action
that team will perform.
The third challenge, of establishing the mental states required for teamwork, has
been addressed by several researchers, who proposed methods for providing a formalism that specifies the mental states required by agents that are part of a collaborative
team (Grosz & Kraus 1996; 1999; Kinny et al. 1994; Cohen & Levesque 1991). Our
analysis of the algorithms for team decision making does not rest on any particular
formalism used to represent beliefs.

1.1

Communication

A center-based communication network is one in which each team member communicates directly with one other agent. Figure 1.1 provides an illustration of a
center-based communication network. Each node in the network represents an agent.
An arrow connecting two agents indicates a communication channel. The agent at
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G_1

G_2

G_3

Center

G_4

...

G_n

Figure 1.1: Center-based communication network
the center of the network and connected to every other agent is called the center;
all of the other agents are called bidders. A center-based algorithm is a procedure
by which the center sends messages to bidders and receives messages from bidders.
This thesis focuses on analysis of the communication required by sound, complete,
center-based algorithms for team decision making.
The focus on center-based algorithms simplifies the analysis. It enables direct
comparison to many other approaches that make the same assumption. There are
disadvantages to using center-based algorithms. The center introduces a single point
of failure, which may present a problem when implementing a decision-making algorithm. More importantly, algorithms that allow bidders to communicate arbitrarily
with each other may have lower communication costs than center-based algorithms.
The techniques described in this thesis, especially dialogue trees, can be used to analyze the amount of information communicated in an interaction between any pair of
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agents.
In contrast to previous work on measuring communication that has assumed a particular encoding for messages (Ortiz, Rauenbusch, & Hsu 2003; Kushilevitz & Nisan
1996), we analyze communication by measuring the entropy of messages. Entropy
is a lower bound on the expected length of message encodings. This approach has
the advantage that the analysis of the costs of communication does not depend on a
particular message encoding.
Unlike prior work that has considered only the cost of messages sent to the center,
we argue that it is also important to consider the cost of messages sent from the
center. This thesis shows that a system designer who chooses an algorithm based on
the cost of messages in only one direction may introduce significant and unnecessary
costs to the system.
The amount of communication required for decision making is an important area
of study because communication bandwidth between team members may be limited
(Shoham & Tennenholtz 2001). With the development of more and more computer
agents that can work together, the number of teams formed will increase, and the
complexity of the tasks that those teams wish to perform will increase. As the number
of interacting team decisions increases by one, the amount of private information
possessed by each agent may increase by the number of resolutions of each decision.
Choosing an algorithm that has low communication requirements over one with high
communication requirements, all else being equal, will be increasingly important.
Other work (Sunderam & Parkes 2003, inter alia) has considered two main alternative motivations for minimizing communication in team decision making. First,
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bidders may want to ensure privacy. It may be undesirable to reveal their preferences. Second, it may be costly for bidders to compute their preferences. These
considerations argue only for minimizing bidder-to-center communication.

1.2

Allocation

This thesis provides a general formulation of the decision problems faced by teams.
The focus of the quantitative analysis done in this thesis is the particular team decision
problem of allocation. In a collaborative team, allocation is the problem of assigning a
team member to perform a task. The results also apply to other team decision-making
problems that require allocation—for instance, the allocation of one or more items
of value among agents (as typical, for example, in an auction). The analysis does
not apply directly to the more complicated problem of general team decision making.
We studied algorithms for the allocation problem as a first step in understanding the
properties of algorithms for general team decision making.
Auctions are a set of well-known center-based algorithms for making allocation
decisions. Auctions define a set of actions that a bidders can take, and a set of
payoffs to each bidder that is a function of the bidders’ actions (Rasmusen 1989;
Mas-Corell, Winston, & Green 1995). Traditionally, auctions have been used as a
method for allocating an item of value to one of several bidders. The analysis of
auctions can also be applied when allocating a task to bidders. The incentives to
bidders when choosing actions and the resulting payoffs have received a great deal
of attention in economics. However, the communication properties of the algorithms
for allocation are not well understood. Our results indicate that the best choice of
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algorithm is highly dependent on the parameters of the decision-making environment
and that making the wrong choice of algorithm may be costly.
We make two main simplifying assumptions in the study of the communication
properties of algorithms for allocation. First, we assume that decisions do not interact
so the cost of allocating a given task to an agent is not dependent on the allocation
of any other task. Second, we assume that the system designer can ensure that team
members behave according to the system designer’s instructions. For example, when
a team member is asked to send a message revealing its cost for performing a task, it
does so.
The simplifying assumptions inhibit the direct applicability of the results for more
complex situations, in which decisions interact, or in which agents need to be given
incentives to behave according to a system designer’s instructions. Analysis of team
decision making under these simplifying assumptions is a necessary first step because
measuring information transmitted is cumbersome even in this simplified world. We
expect that a general conclusion of this thesis—that the best choice of algorithm is
highly dependent on parameters of the environment—will be valid for more complicated environments. The set of tools for analyzing the cost of communication for
decision making provides a framework in which to analyze more complex situations
in the future.
This thesis’ study of communication focuses on two particular allocation problems.
In the continuous cost problem, team members aim to allocate one task to the agent
that has the lowest cost to perform it. Each agent’s cost is drawn from a uniform
distribution on the unit interval. An agent’s cost is private. In the binary costs
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problem, team members wish to allocate a set of tasks to agents. In this problem,
each agent either can or cannot perform each task, as determined by a series of biased
coin flips. The set of tasks an agent can perform is private.
For each problem, we analyzed a variety of algorithms for allocation. For both
problems, one algorithm that we considered was full revelation, in which bidders
reveal all of their private information to the center. The results show that the choice
of algorithm for allocation is both an important and complex problem. It is important
because making the incorrect choice of algorithm is typically costly. It is complex
because the analysis of the expected communication properties of algorithms requires
calculation of a large number of probability values. By studying allocation, we show
that system designers must consider the expected cost of information transmission,
both from and to the center.

1.3

Results

This thesis presents two unexpected results. First, considering only one direction
of communication can be very costly. The algorithm that minimizes the bandwidth
required for communication from the bidder to the center is not generally the algorithm that minimizes the total amount of communication required for making a team
decision. The most dramatic example is in the continuous cost problem. One algorithm minimizes communication from the bidder to the center in all decision-making
environments. Surprisingly, the results show that the algorithm that requires the least
communication is highly dependent on the number of team members. The algorithm
that minimizes communication from the bidder to the center is the best algorithm
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only for certain environments.
Second, looking only at the total number of messages exchanged in team decision
making may lead to errors. The thesis shows that the total bandwidth required to
make a team decision depends not on the number of messages sent but on the information content of messages sent. The algorithm for full revelation in both the binary
cost and the continuous cost problems require only a single message per agent to
make the correct allocation. However, because this single message may communicate
a significant amount of information, full revelation is not always the algorithm that
minimizes communication.

1.4

Contributions

The main contribution of this thesis is the thorough analysis of nine sound and
complete algorithms for two important team decision problems. The expected amount
of information transmitted in messages by ascending and descending auctions and
other important search methods are compared. A major contribution is the analysis
of information sent and received by a bidder. This thesis develops a new data structure
called dialogue trees to compactly represent the communication between a bidder and
the center. Dialogue trees are used to analyze the expected communication in the
interaction between an agent and the center using information-theoretic techniques
(Shannon 1948). This thesis provides insight into the problem of deciding which
algorithms are best for each of a large variety of team decision situations—insight
that is critical for effective system design. This thesis gives the system designer a
fuller understanding of the impact that the choice of algorithms will have on the
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multiagent system.

1.5

Outline

Chapter 2 evaluates methods for measuring communication and defines dialogue
trees for compactly representing an interaction between agents. It shows how the
expected amount of information contained in an interaction is calculated from a dialogue tree. Chapter 3 analyzes and recommends algorithms for allocating a task
among team members that have a private cost for performing the task, drawn from a
continuous distribution. Chapter 4 analyzes and recommends algorithms for allocating a set of tasks among team members that have private knowledge of their ability
to perform each task in the set. Chapter 5 provides a formal description of the set
of decisions collaborative teams must make and situates allocation decisions within
that set. Chapter 6 provides a summary of the main results and discusses directions
for future work.

Chapter 2
Measuring Information
Transmission
2.1

Introduction

This chapter explains the way we measure the expected amount of communication bandwidth needed by an algorithm to make team decisions. It assumes a
center-based network structure where one agent, called the center, is connected to
the other agents, called the bidders. It argues for and highlights the advantages of
using entropy to measure the expected amount of information communicated in each
message exchanged between the center and the bidders. It further argues for the
importance of measuring communication in both directions: both from and to the
center.

12
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Minimizing Communication

A team of n bidders labeled G1 , G2 , . . . , Gn must make a team decision. Each
bidder may possess information relevant to the decision that is private to the bidder.
The center coordinates communication with the bidders as they reveal information
relevant to making the group decision. A single lossless communication line connects
each bidder with the center. Figure 1.1 shows the type of network structure we
consider, in which direct communication between bidders is impossible.
Communication channels may be expensive to build and maintain. In addition,
modern communication channels are typically general-purpose. In networks like the
Internet, users share a communication channel. If one user is not using the bandwidth,
others may use it. If team decision making is not using a communication channel, it
can be put to other uses. Therefore, system designers need to enable agents to make
team decisions while minimizing communication.
To provide a framework in which to measure communication, we assume that
the center sends messages to each bidder and receives messages from each bidder in
response. A query is a message sent from the center to a bidder. A reply is a message
sent from the bidder to the center in response to a query. A team decision-making
algorithm is a method used by the center to generate queries to send to bidders based
on the replies it receives, and to make the team decision.
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Measuring Communication

Measuring communication in team decision making requires a metric that quantifies the amount of bandwidth used. This section argues for the use of entropy—a
lower bound on the average size of the encoding of a message—as a way of measuring communication between the center and the bidders. It describes a method for
computing the entropy of a message. Finally, it compares entropy with alternative
approaches.

Encoding Information. Information is exchanged between the center and each
bidder by sending and receiving messages. In an implementation of a team decision
making algorithm, the center and the bidders must agree to an encoding of messages
sent through the communication line. For example, if the center were to send the
number nine to a bidder, it might send a binary-encoded message of ‘0101’. An
alternative, but more peculiar encoding for the number nine might be ‘01’. The first
encoding requires the center to send four bits to the bidder, while the second requires
only two.
The calculation of the amount of communication required to send a message depends on the encoding used. Work in Information Theory (Shannon 1948; Cover &
Thomas 1991) has shown that the entropy of a random variable describing a message
is a lower bound on the average size of the encoding for that message. From the
perspective of the message receiver, there is a finite set of messages that might be
sent, each of which has an associated probability. This finite set and its associated
probabilities define the discrete random variable. The entropy of this random variable
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is the lower bound on the average size of the encoding of the message.
The entropy H(X) of a discrete random variable X is given in Equation 2.1 (Cover
& Thomas 1991). In this thesis, base 2 is used when computing the logarithm, so
entropy is measured in bits.
H(X) = −

X

p(x) log p(x)

(2.1)

x

Each bidder can construct a probabilistic model of the queries it will receive from
the center and the center can construct a probabilistic model of the reply it will receive
from each bidder for every query. The total amount of information transmitted in
a message is the entropy of the random variable associated with these probabilistic
models.
Chapter 3 and Chapter 4 present and analyze probabilistic models of each message
passed in a set of team decision making algorithms. The models are used to calculate
the amount of bandwidth used. A common situation is when the sample space of a
random variable contains two elements—one message is sent with probability p and
the other message is sent with probability 1 − p; this situation holds, for instance,
when a reply to a query can be either “Yes” or “No.” “Yes” occurs with probability
p and “No” occurs with probability 1 − p. The entropy of a random variable with
sample space of two elements is given by Equation 2.2.
H(p) = −(1 − p) log(1 − p) − p log(p)

(2.2)
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Direction of Communication

This thesis defines the cost of coordination as the communication cost of the queries
sent from the center to a bidder and the cost of revelation as the communication cost
of the replies sent from the bidder to the center. In this thesis, both coordination
costs and revelation costs are considered when calculating the expected information
transmission of an algorithm for team decision making. In particular, we consider the
sum of coordination and revelation costs when evaluating information transmitted.
This approach is well supported by computer networks in which bandwidth is limited
in both directions of communication.

2.5

Dialogue Trees

We define a message to be any communication between the center and the bidder
(that is, either a query or reply), and dialogue to be a sequence of messages sent
from one agent to another agent, in which the agent that sends the odd-numbered
messages receives the even-numbered messages. The interaction between the center
and one bidder is an alternating sequence of query and reply messages, which may
be analyzed as a dialogue. Dialogue trees were developed for this thesis to simplify
the analysis of the expected information contained in messages in a dialogue.
A dialogue tree is a tree data structure with labeled edges. Each node in the tree
represents a query, a reply, or a status message. The root of a dialogue tree represents
the first query that the center sends to the bidder. The children of a node represent
the sample space from which the next message is drawn, given that the message
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represented by the parent node has already been sent. A label on an edge between a
parent and child node indicates the receiver’s belief, prior to receiving the message,
that the message represented by the child node is the one that the sender will send.
The edge labels define a probability distribution over the sample space represented
by the children.
There are three types of nodes that correspond to three types of messages a node
can represent. A query node represents a query message; a reply node represents a
reply message. A message sent by the center to which it expects no reply is called
a status message and is represented by a status node. A bidder always sends a reply
after receiving a query; therefore, a query node is never a leaf in a dialogue tree. A
reply node may be either a leaf or a non-leaf node, depending on whether the center
may follow the corresponding reply message with a message. A status node is always
a leaf in a dialogue tree. The figures in this thesis distinguish node types by different
shapes. Query nodes, reply nodes, and status nodes are enclosed by circles, boxes,
and diamonds, respectively.

Information in a node. There is zero information content in a leaf node. The
information content (IC) of non-leaf node n is the entropy of the random variable
constructed from the labels of all edges originating at the node. Formally,
IC(n) = −

X

l log l

(2.3)

l∈L

where L is the set of labels for edges originating at node n.

Expected information in a dialogue.

A dialogue tree represents all possible

dialogues between two agents. The amount of information in each possible dialogue
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can be computed by adding up the amount of information in each node that represents
a message in the dialogue. In general, each of the possible dialogues represented by
a tree has a different probability of occurring. This probability can be computed
from the tree by taking the product of the edges along the path of the dialogue from
the root of the tree to a leaf. As a metric for measuring the amount of information
in a dialogue, this thesis uses the expected information in a dialogue, which is the
sum, over all possible dialogues, of the amount of information in each dialogue times
the probability of the dialogue occurring. This value is computed by considering
the contributed information of each node times the probability that the message
represented by the node occurs.
The contributed information of a node is the product of the amount of information
represented by the node and the probability that the node is visited. The probability
that a node is visited is the product of the labels of all of the edges in the path from
the root of the tree to the node. The root node is visited with unit probability.
The expected amount of information in a dialogue is the sum of the contributed
information of each node in its dialogue tree. It may be desirable to separate the
information contribution of messages sent by the center from those sent by the bidder. The child nodes of a reply node represent messages sent by the center and the
child nodes of a query node represent messages sent by the bidder. The amount of
information sent by the bidder is the sum of the contributed information of all query
nodes and the amount of information sent by the center is the sum of the contributed
information of all reply nodes. This is counter-intuitive and results from the fact that
the contributed information of each node is derived from the probabilities associated
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Center sends: 1.0
0.5
Bidder sends: No

0.5
Bidder sends: Yes
0.2

Center sends: Assign

0.8

Center sends: 0.5

0.5
Bidder sends: No

0.5
Bidder sends: Yes
0.5

0.5

Center sends: Assign

Center sends: Stop

Legend

Query

Reply

Status

Figure 2.1: Example of a dialogue between the center and a bidder
with the edges originating at that node, which define the information content of the
messages represented by its child nodes.

Example. This section illustrates the process of calculating information in a dialogue tree by using the dialogue tree shown in Figure 2.1 as an example. This tree
represents a dialogue that begins with a query message labeled “1.0”, to which the
center believes the bidder has a 50% chance of replying Yes, and a 50% chance of
replying No. If the reply is No, the dialogue ends. If the reply is Yes, the center
either sends the bidder an “Assign” status message (with probability 0.2) or sends
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another query message, labeled “0.5”. Again, the center believes that there is a 50%
chance of a Yes reply (and a 50% chance of a No reply) to this. After the No reply,
the center sends either an “Assign” or a “Stop” message.
To compute the expected amount of information of the dialogue, we first compute the information content of each node. All leaf nodes contain zero information.
The two query nodes and the lower Yes node contain 1 bit of information each, because H(0.5) = 1.0 bits. The higher Yes node contains approximately 0.72 bits of
information because H(0.2) = H(0.8) ≈ 0.72 bits by Equation 2.2.
The contributed amount of information in the root node is 1.0 bits. The first Yes
node has 0.36 = (0.72)(0.5) bits of contributed information. The query node labeled
0.5 and the Yes reply node below it have 0.4 and 0.2 bits of contributed information,
respectively. Therefore, the expected amount of information in the dialogue represented by the dialogue tree is 1.96 bits, of which an expected 0.56 bits is sent from
the center to the bidder and an expected 1.4 bits is sent by the bidder to the center.

2.6

Analyzing Algorithms with Dialogue Trees

Chapter 3 and Chapter 4 use dialogue trees to analyze the communication properties of team decision-making algorithms using a three-step process. First, the structure of the dialogue is generated from the specification of the algorithm. Second,
the edge labels for the dialogue tree are computed. Third, the expected amount of
information in the dialogue is calculated.
There are two main methods for computing the probabilities for the edge labels.
The first method is by experiment. The experimental method involves running a
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simulation of the algorithm and for each node in the dialogue tree, recording the
number of times its corresponding message is sent. From these values we compute
the probability of sending the message that corresponds to a child node given that the
message corresponding to the parent node was sent. The second method is analytic:
a formula is developed for each edge label as a function of some parameters of the
problem.
In the analytical approach, the complexity of generating the probabilities depends
on assumptions about the bidder’s preferences and the design of the algorithm. For
algorithms that are particularly complicated and for situations in which agents’ prior
distribution of preferences are not simple, the analysis of the dialogue tree’s edge labels
may be infeasible. The major advantage of the experimental approach is that it can
be applied to complicated algorithms and situations with complex prior preference
distributions.
With the experimental approach, a simulation must be run for every parameter
setting in which the system designer is interested. The advantage of the analytical
approach is that the edge labels may be functions of the domain parameters, and
a system designer may simply need to apply appropriate parameter settings to the
functions to calculate the expected information content of an algorithm.
The analyses in Chapter 3 and Chapter 4 use the analytical approach. In each
case, the edge labels computed from the analysis were verified by the experimental
approach.
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Related work

Other work in team decision making has used a variety of methods for measuring
communication. One earlier approach counted the number of messages required to
arrive at a team decision (Ortiz, Rauenbusch, & Hsu 2003), which is equivalent to
assuming that each message has a fixed length. The main problem with this approach
to measuring communication is that an algorithm that minimizes the number of
messages sent does not necessarily minimize the total communication used. In systems
with communication channels that carry encoded messages, the assumption that each
message has a fixed length does not hold. Thus, an algorithm with fewer fixed-length
messages will not always be the cheaper algorithm in terms of expected information
transmitted.
Communication complexity (Kushilevitz & Nisan 1996) provides another alternative for analyzing communication in team decision-making algorithms. It evaluates
the worst case amount of communication required for two agents to compute a function. It is used to analyze protocols in which two agents wish to determine the value
of a function f (x, y) of two variables x and y, where x has domain X and y has
domain Y , and the range of the function is denoted Z. One agent knows only the
value x and the other agent knows only the value of y. Both agents wish to know the
value of f .
The two agents send and receive binary messages. The sending and receiving of
messages terminates when the value of the function can be calculated. A protocol for
a function for any input variables may be described by a protocol tree (Yao 1979).
Each node of the tree represents a binary message from one agent to the other. The
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height of the tree, which is the number of binary messages that are exchanged by the
two agents in the worst case (that is, for the values of x and y that require the largest
number of binary messages to be exchanged), is the cost of the protocol represented
by the tree. The communication complexity of a function is the cost of the minimum
protocol for the function.
Kushilevitz and Nisan show that log2 |X| + log2 |Z| is an upper bound for the
communication complexity of f . A protocol with this cost is one in which one agent
communicates its value to the other. The agent receiving the value knows y and
computes f (x, y), which it then sends to the original agent. Kushilevitz and Nisan
also give a lower bound for the communication complexity of log 2 |Z|.
The communication complexity model assumes that sending each binary message
costs one bit. As a result, it is not necessary to make an assumption about the
probability of sending a ‘0’ or a ‘1’ for each message and it is therefore not necessary
to specify each agent’s prior distribution over the other agent’s value. If any prior
information is available, it is ignored for the purposes of calculating communication
complexity. Therefore, as long as there is some arbitrarily small possibility that an
agent will send a ‘0’, that communication costs one bit.
The main benefit of this assumption is that there is no need to assume a prior
distribution, and that simplifies the analysis. The main drawback is that it assumes
a particular encoding of messages and therefore no savings can be attained by alternative encodings. It assumes that communicating the value of variable with domain
X costs log2 |X|. Using information theory, the average number of bits required to
communicate the value of the variable is log2 |X| if and only if all values in the domain
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of X are equally likely. Thus, analysis using the communication complexity model
may lead to a significant overestimate of the amount of communication required.
Furthermore, due to this simplifying assumption, an algorithm with lower communication complexity will not always be the cheaper algorithm in terms of expected
information transmitted.
Shoham and Tennenholtz (2001) use a method related to communication complexity for the analysis of the functions computed in team decision-making mechanisms.
They define f as the maximum value of n bidders’ willingness to pay for an item,
where each bidder i has a willingness to pay of xi . They imply that the domain
of xi is continuous on the interval (0, maxprice) and assume that each bidder i can
communicate xi to the center with one bit by making use of a common clock. They
claim that by using a descending price auction for team decision making, the function
f can be computed by a single bidder communicating a single bit.
In both Yao’s theory of communication complexity and Shannon’s theory of information (Shannon 1948), the cost of communicating an arbitrary value drawn from
a continuous interval is infinite, not a single bit, because there is an infinite number
of messages that the bidder can send to the center. The theory of information makes
assumptions that are consistent with modern wired and wireless computer networks,
in which messages can be encoded. Shoham and Tennenholtz’ critical assumption
that a continuous value may be communicated in one bit does not hold in modern
computer networks.
Relying on Shoham and Tennenholtz’ assumptions leads a system designer to
always choose the descending payment auction to minimize the amount of commu-
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nication from the bidder to the center. This thesis shows that the expected amount
of information communicated by an algorithm is highly dependent on the number of
bidders and the distribution of bidders’ private values. Frequently, the descending
payment auction is not the algorithm that minimizes the expected amount of communication from the bidder to the center. Therefore, a system designer that relies on
Shoham and Tennenholtz’ assumption may incur unnecessary costs.
Prior work (Shoham & Tennenholtz 2001, inter alia) has assumed that coordination messages are free while revelation messages are costly. A situation where this
assumption makes sense is one in which the bandwidth of the communication channel from the center to the bidder is very large compared to the amount of traffic it
carries (e.g., a satellite down-link). The costs of construction and maintenance of the
communication channel have already been incurred, so that using it is a sunk cost. In
such situations, it is desirable to select an algorithm with low relevation costs, even
if it has high coordination costs. It is easy to apply the analyses of this thesis to
situations in which either coordination or revelation is cost-free because calculations
of expected information transmitted are always decomposed into the costs of revelation and the costs of coordination. Therefore, this thesis considers a wider range
of situations than work that focuses exclusively on revelation. Grigorieva and associates (2002) are an exception in the literature because they report on the amount of
revelation and coordination for a particular type of auction.
Sandholm (1999) provides an overview of the study of decision making for multiagent systems. Task interaction poses a problem when using auctions for task allocation. Combinatorial auctions (Sandholm et al. 2002; Hunsberger & Grosz 2000;
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Collins et al. 1999) provide a solution to this problem by allowing agents to place
exclusive or bids on bundles of tasks. Iterative combinatorial auctions (Parkes 2001)
simplify bid generation in auctions by allowing incremental revelation of bids. Contract nets (Davis & Smith 1983) provide an alternative, decentralized framework for
task allocation. Agents require an external technique for making an initial task allocation and a search for the social welfare-maximizing allocation requires agents to
contract with each other for task exchanges. Sandholm (1998) proves that the optimal
allocation may only be found by allowing arbitrarily complex contracts.

Chapter 3
Allocation of a Single Task with
Continuous Cost
3.1

Introduction

This chapter analyzes the information-theoretic properties of five center-based algorithms for allocation of a single task, where each bidder’s cost of performing the task
is drawn from a continuous distribution. Three of the algorithms are different forms
of auctions. We consider both staged and unstaged auctions and both ascending payment and descending payment auctions. We also consider a binary search algorithm
as an alternative to traditional auctions as a method for center-based group decision
making.
In the analysis of each algorithm, a dialogue tree (see Chapter 2) is used to quantify
the expected information content of the interaction between the center and each
bidder. The results show that the communication costs of each algorithm depend on
27
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the number of bidders and the granularity of the preference information that bidders
reveal to the center. The granularity of preferences revealed is measured by the bin
width of the algorithm for auctions or the depth of the search for binary search.
This work differs in a major way from traditional analysis of auctions. In traditional auctions, the center auctions off an item of value to a set a bidders. The goal
of the center is to find the bidder with the willing to pay the highest amount for the
item. In this work, the center auctions off a task. The goal of the center is to find
the bidder with the lowest cost to performing the task. Therefore, the Descending
Payment auctions in our work correspond to traditional Ascending price auctions.
Similarly, the Ascending Payment Auction corresponds to a traditional Descending
price auction. However, the results are applicable to traditional auctions. The information properties of the payment auctions correspond exactly to the information
properties of their corresponding price auctions.
The rest of this chapter is organized in the following way. Section 3.2 defines the
problem of allocation of a single task, in which each bidder has a cost to performing the task drawn from a continuous distribution. Section 3.3 defines the queries
and algorithms used by the center to find an allocation. Section 3.4 provides the
analysis of the communication properties of the algorithms. Section 3.5 compares
the five algorithms and provides guidelines for choosing the algorithm that minimizes
communication.
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Continuous Cost Task Allocation Problem

A continuous cost task allocation problem is characterized by a team of agents
and a single atomic task. Each agent can perform the task but its cost for performing
it is private. All bidders and the center know that each bidder’s cost is drawn from
the uniform distribution on the unit interval. The cost for bidder Gi is private to Gi .
A bidder’s cost is the only private information in the problem. For that reason, a
bidder’s cost may also be called its type or its preferences.
Definition 1 A continuous cost task allocation problem is
• a set of bidders G = {G1 , G2 , . . . , Gn } of size n, each bidder Gi with a private,
real-valued cost xi . Each bidder’s cost is drawn from a uniform distribution on
the unit interval 0 ≤ xi < 1.
The goal of the center is to allocate the task to the bidder with the lowest cost,
thereby finding a solution to the task allocation problem.
Definition 2 A solution to a continuous cost task allocation problem is the index i,
where xi is the lowest cost among all n bidders.
In a continuous cost allocation problem, it may be sufficient to allocate the task
to one of set of bidders, where each bidder’s cost is a maximum of δ above the lowest
bidder’s cost. The function w(x) given in Equation 3.1 quantizes a cost x by placing
it into one of a finite number of bins.

1





2



 3
w(x) =


 4



...



m

(0 ≤ x < δ)
(δ ≤ x < 2δ)
(2δ ≤ x < 3δ)
(3δ ≤ x < 4δ)
...
((m − 1)δ ≤ x < 1)

(3.1)
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is the number of quantization bins and δ evenly divides one.

An approximate solution to an allocation problem is the one member of set of
bidders whose values fall into the same quantization bin.
Definition 3 An approximate solution to a continuous cost task allocation problem
with bin width δ is an element of the set of indices I = {i1 , i2 , . . . ip }, where w(xi1 ) =
w(xi2 ) = . . . = w(xip ) and one of the elements of I is a solution to the continuous
cost allocation problem.
The cost of each bidder whose index is in the set I is a maximum of δ above the cost
of the bidder with lowest cost. The probability that an approximate solution is also a
solution depends on the bin width δ. Higher bin widths require more communication,
but yield more precise solutions. System designers may set the bin width to provide
any desired precision. The focus of this thesis is on the communication properties
of algorithms, so we only compare algorithms at the same bin width. To find an
approximate solution to a task allocation problem, the center sends query messages
and receives reply messages through the communication line to acquire knowledge of
bidders’ costs.

3.3

Queries and Algorithms

This section defines two types of query messages that a center may send to a
bidder and specifies the reply that a bidder makes to each query. The reply depends
only on the bidder’s cost. Using the two types of queries, five sound and complete
algorithms for gathering information from bidders to find an approximate solution to
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the task optimization problem are described.
In the definitions of the algorithms, communication between the center and a
bidder is denoted by r ← Query(i, q), where i represents the index of the bidder to
which the query is sent, q represents the query message, and r represents the reply
message. The query message m is one of two types: (1) best response, or (2) value.

Best response query. A best response query is used to determine whether a bidder’s cost is below a given value. A best response query for value v is denoted
BestResponse(v). When a bidder receives a BestResponse(v) query, it sends
one of two reply messages: (1) Yes, or (2) No. The first reply message is referred to
as an affirmative reply or a Yes reply. The second reply message is referred to as a
negative reply or a No reply.
Bidder Gi sends a Yes reply when its cost of performing the task is less than the
value of the query (i.e., xi < v). Otherwise, Gi sends a No reply.

Value query. A value query is used to determine a bidder’s cost and is denoted
Value. While the bidder’s cost is real-valued, and therefore there is an infinite
number of messages that might correspond to a bidder’s cost. To implement an
algorithm for communicating a bidder’s cost, a bidder’s cost is placed in a quantization
bin, and the bidder sends a message indicating into which of a finite number of
quantization bins its cost falls. When a bidder Gi receives a value query, it sends the
center the value w(xi ), by placing it into a quantization bin according to Equation 3.1.
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Algorithm 3.3.1: FullRevelation(n, δ)
bestBidders ← 0
bestValue ← 1
for i ←
1 to n


r
← Query(i, Value)




if r < bestValue


(




 then bestBidders ← {i}
bestValue ← r
do



if r = bestValue


(




 then bestBidders ← bestBidders ∪ {i}


bestValue ← r
return (bestBidders)

3.3.1

Algorithms

This section describes each of the five algorithms and provides pseudo code for
each.
In the Full Revelation algorithm (Algorithm 3.3.1), the center sends a Value
query to each bidder. Each bidder sends the quantization bin into which its cost falls,
and the index of the bidders with costs that fall into the lowest quantization bin are
returned.
In the Ascending Payment Auction (Algorithm 3.3.2), the center sends each bidder
a series of best response queries, starting at δ and increasing by δ at each round. The
final round is the first one in which at least one bidder replies affirmatively to a query.
When that happens, the index of the bidders that replied affirmatively are returned
and the procedure ends.
In the Descending Payment Auction (Algorithm 3.3.3), the center sends each
active bidder a series of best response queries, starting at 1 − δ and decreasing by δ
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Algorithm 3.3.2: AscendingPaymentAuction(n, δ)
v←0
yesBidders = {}
repeat
v ←v+δ

for i ←
1 to n








r ← Query(i, BestResponse(v))


 do
if r = Yes



then yesBidders ← yesBidders ∪ {i}





if
|yesBidders|
≥1



then return (yesBidders)
until v = 1.0

Algorithm 3.3.3: DescendingPaymentAuction(n, δ)
v ← 1.0 − δ
activeBidders ← {1, 2, . . . , n}
repeat


lastActiveBidders ← activeBidders





for i ←
1 to n







r ← Query(i, BestResponse(v))





 do if r = No



then activeBidders ← activeBidders \ {i}

if |activeBidders| = 1





then return ({activeBidders})





if
|activeBidders| = 0





 then return (lastActiveBidders)


v ←v−δ
until v = 0
return (activeBidders)
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Algorithm 3.3.4: DistributedBinarySearch(v, l, activeBidders, depthLimit)
if l = 2−depthLimit
then return (activeBidders)
yesBidders ← {}
for i ∈
activeBidders


r ← Query(i, BestResponse(v))
do if r = Yes


then yesBidders ← yesBidders ∪ {i}
if |yesBidders| = 0
then DistributedBinarySearch(v + l, l/2, activeBidders, depthLimit)
if |yesBidders| = 1
then return (yesBidders)
if |yesBidders| > 1
then DistributedBinarySearch(v − l, l/2, yesBidders, depthLimit)

at each round. A bidder is taken off the list of active bidders if it replies negatively
to a query. If only one bidder remains after a round, then that bidder is chosen to
do the task and the procedure ends. If no bidders remain after a round, the index of
the bidders in the set of active bidders from the end of the previous round is returned
and the procedure ends.
The Distributed Binary Search algorithm (Algorithm 3.3.4) is started with the
following initial parameters:
• v = 12 ;
• l = 41 ;
• activeBidders = {1, 2, . . . , n};
• depthLimit is set to the desired maximum depth of the search.
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Algorithm 3.3.5: StagedDescendingPaymentAuction(n, δ)
bestBidder ← 0
bestValue ← 1
for i ←
 1 to n

r ← Query(i, BestResponse(bestValue))





if r = Yes


do
r2 ← Query(i, Value)



bestBidder ← i
then






bestValue ← Lower(r2 )
return (bestBidder)
In the Distributed Binary Search procedure, the center sends each bidder a BestResponse(0.5) query. If more than one bidder replies affirmatively, the bidders that
replied negatively are dropped, and the center sends the remaining bidders a query
of value l less than the previous query. On the other hand, if no bidder replies
affirmatively, the center then sends all bidders a query of value l more than the
previous query. If only one bidder replies affirmatively, that bidder’s index is returned.
The procedure repeats until the depth limit is reached, or until only one bidder replies
affirmatively to a query. After each query, the value of l is halved. The set of the
indices of bidders that have not been dropped is returned when the depth limit is
reached. The Distributed Binary Search algorithm can be referred to as a bisection
auction (Grigorieva et al. 2002) in the literature.
In the Staged Descending Payment Auction (Algorithm 3.3.5), the center sends
messages to each bidder sequentially, keeping track of the lowest cost bin so far.
The Staged Descending Payment Auction makes use of an inverse of the function
w. This function Lower(w) defined in Equation 3.2 returns the label of the lower
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end of the range indicated by bin w.

Lower(w) =





















0
δ
2δ
3δ
...
(m − 1)δ

(w = 1)
(w = 2)
(w = 3)
(w = 4)
...
(w = m)

(3.2)

The center sends the current bidder a best response query for the value at the
lower end of range of the lowest cost bin returned by bidders with lower index. If
the bidder responds negatively, the center moves on to the next bidder. If the bidder
responds positively, the center sends the bidder a Value query and the bidder’s
response becomes the lowest cost found so far. After the center has queried every
bidder, the procedure ends and the bidder that returned the final affirmative response
is returned.

3.4

Communication Properties of Algorithms

Each of the five algorithms presented in Section 3.3 finds at least one approximate
solution to a task optimization problem, and all indices returned by each algorithm
is an approximate solution. Each algorithm, except the Staged Descending Payment
Auction, returns a set of indices. This set comprises the indices of all bidders with
costs that fall into the same quantization bin as the lowest cost bidder. Any member
of the set is an approximate solution to the allocation problem. System designers may
use any method they wish to choose a bidder from the set to which to allocate the
task. The Staged Descending Payment Auction returns one bidder’s index—which is
the lowest-indexed approximate solution to the allocation problem.
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It may be disadvantageous to use the Staged Descending Payment Auction in
settings where the entire set of approximate solutions to the allocation problem is
needed because it returns only one of the approximate solutions to the problem. The
advantage of returning only one solution to the problem is that a bidder does not
need to communicate the information that their cost falls into the lowest-valued bin,
which is irrelevant if the goal is to find just one approximate solution.
Although each of the five algorithms shares the property that it finds at least one
approximate solution to the allocation problem, each algorithm differs in the amount
of communication it requires. In this section, for each of the algorithms, the amount
of information communicated between the center and the bidders is described. A
two-step method is used to analyze the information exchanged in messages sent and
received using each algorithm. First, the interaction between the center and a single
bidder is analyzed with a dialogue tree. Second, the communication between the
center and all bidders is calculated by aggregating the expected amount of information
exchanged between the center and each single bidder.

3.4.1

Applying Dialogue Trees

Dialogue trees (see Section 2.5) are used to measure the amount of information
transmitted in each algorithms. This section describes the structure and edge labels
for the two types of queries in the continuous cost allocation problem.

Structure and edge labels of a best response query. The structure of a dialogue tree for a best response query and its reply is given in Figure 3.1. The query
node has two children: one for an affirmative reply and the other for a negative reply.
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v
py
Yes

1-py
No

Figure 3.1: Structure of a dialogue tree for a single query–reply pair for a
BestResponse(v) query
The label py on the edge between the query node and the Yes reply node indicates
that the center believes that with probability py the bidder will respond with a Yes
to the query. This value depends on the center’s belief of the distribution of possible
bidders’ costs. The value py may be calculated by the following equation.
py =

Z

v
0

f (x)dx

(3.3)

where f is the probability density function that describes the center’s belief of the
bidder’s cost.

Structure and edge labels of a value query. The structure of a Value query
and its reply is given in Figure 3.2. While a bidder’s cost is real-valued, the message
sent in reply is taken from a quantization of its cost, as shown in Equation 3.1.
The labels on each edge indicate the center’s belief of the probability that the
bidder’s cost falls into each quantization bin. For instance, label pj represents the
center’s belief of the probability that the bidder’s real-valued cost is between (j − 1)δ
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Value
p1
1

p2

2

p3
3

pm
...

m

Figure 3.2: Structure of a dialogue tree for a single query–reply pair for a Value
query
and jδ. Each value may be calculated by the following equation.
pj =

Z

jδ
(j−1)δ

f (x)dx

(3.4)

where f is the probability density function that describes the center’s belief of the
bidder’s cost.

Common knowledge to calculate probabilities.

The probability from the per-

spective of the receiver of the message, either the center or the bidder, is used to
label each edge of a dialogue tree. To calculate these probabilities, we assume that
the following facts about the environment are known to the center and each bidder:
• the algorithm used by the center;
• the number of bidders;
• the distribution from which each bidder’s cost is drawn; and
• the bidder’s index (applicable only for analysis of the Staged Descending Payment Action).

Chapter 3: Allocation of a Single Task with Continuous Cost

40

Value
1/m
1

2

1/m

1/m
3

1/m
...

m

Figure 3.3: Dialogue tree for Full Revelation.

3.4.2

Full Revelation

This section explains the calculation of the expected amount of information exchanged in the Full Revelation algorithm. The dialogue consists of a single query–
reply pair.

Dialogue Tree. The dialogue tree is shown in Figure 3.3. The root node represents
the single value query. Its child nodes represent the possible reply messages. The
center knows that the bidder’s cost is drawn from a uniform distribution on the unit
interval. Therefore, each of the m possible replies is sent with equal probability. Each
edge is labeled with this probability 1/m.

Information. Using Equation 2.3, the query node has − log δ bits of information.
The expected amount of information communicated by each bidder to the center is
− log δ bits. The expected amount of information communicated by the center to each
bidder is zero bits because there is only one possible message sent to each bidder, that
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message has probability 1, and H(1) = 1.

3.4.3

Ascending Payment Auction

The dialogue between a bidder and the center in an Ascending Payment Auction
is made up of a series of best response queries and their associated replies.

Structure of the dialogue. Figure 3.4 provides an illustration of the structure of
the dialogue. The center sends a BestResponse(δ) query to the bidder, as indicated
by the root node. If a bidder replies Yes to the first or any subsequent query, the
dialogue ends with a bidder assigned to the task. Therefore, each reply node labeled
Yes is a leaf.
If a bidder replies No to a query, there are two possible responses by the center:
(1) end the dialogue, and (2) send another best response query. The new payment
sent in the query will be δ more than the last proposed payment. These two responses
correspond to the two child nodes of each reply node labeled No. They are labeled
Stop and with the value of the query, respectively. We note that a query node labeled
with a value v represents a BestResponse(v) query.

Edge labels. The center’s belief of the probability that a bidder will reply Yes
to a query in an Ascending Payment Auction depends on the value of payment v
in the BestResponse(v) query, and the center’s current belief of the probability
distribution of the bidder’s cost. Before the first query, by common knowledge the
center believes that the bidder’s value is uniformly distributed on the unit interval.
Thus, by Equation 3.3, the center believes that a bidder’s reply to the first query will
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0.1

Yes

No

Stop

0.2

Yes

No

Stop

0.3

Yes

No

No

Stop

0.9

Yes

No

Figure 3.4: Structure of dialogue between center and one bidder in the Ascending
Payment Auction, δ = d
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be No with probability 1 − δ, and Yes with probability δ.
The center will stop the dialogue if any bidders other than the one in the dialogue
with the center represented by the dialogue tree responded Yes to the first query,
otherwise it will send the next query. We denote the probability that each of the
other bidders will reply to a query with Yes as p. The probability that each of the
other bidders will reply to a query with No is 1 − p. The probability that all of the
other n − 1 bidders will respond with No is
(1 − p)n−1 .

(3.5)

From the perspective of the bidder in the dialogue with the center represented
by the dialogue tree, after the first query the value of p is δ. Therefore, the bidder’s
belief of the probability that the center will send another query after the bidder’s first
No reply is
(1 − δ)n−1 .

(3.6)

After the second and subsequent queries, the center’s belief in the probability
of a Yes reply is different than it was after the first query. The earlier negative
replies give the center information about the bidder’s true cost, and that information
is incorporated into the center’s probability distribution of the bidder’s cost. The
center’s updated belief reflects that it knows that the bidder’s value is greater than
the value to which it replied No in the previous query. When the center sends a
query of v in the Ascending Payment Auction, its belief is that the bidder’s value is
uniformly distributed between v − δ and the maximum possible cost of 1. Therefore,
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the probability of a Yes reply after a subsequent query is
δ
.
1−v+δ

(3.7)

By receiving a subsequent query of value v, each bidder also receives information
that no other bidder replied Yes to the query of v − δ. Therefore, each bidder’s
updated probability that each of the other bidders will send an affirmative reply to
the query of v is the same as that of the the center, given in Equation 3.7. From
Equation 3.6 and Equation 3.7, the probability that a bidder will receive another
query after it replies No to a query of v is
(1 −

δ
)n−1 .
1−v+δ

(3.8)

Equation 3.7 is used to label every edge beginning at a query node in the dialogue
tree and Equation 3.8 is used to label every edge beginning at a reply node in the
dialogue tree.

Example. Figure 3.5 illustrates the application of these formulae to a team of four
bidders where δ = 0.1. Each edge in the graph is labeled with the corresponding
probability value. For example, after the query BestResponse(0.9), the agent will
respond Yes with probability 0.5 and No with probability 0.5.

Analysis. The techniques described in Section 2.5 were used to calculate the information of the dialogue tree for the Ascending Payment Auction, for varying numbers
of bidders, with δ = 0.01. Figure 3.6 shows the breakdown of the expected amount
of information sent both from and to the center and the total amount of information
exchanged.
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0.1
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0.9
No
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Stop
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0.11
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No
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0.5
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Figure 3.5: Dialogue tree in an Ascending Payment Auction with four bidders, δ = 0.1
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Figure 3.6: Amount of information exchanged between a single bidder and the center
in Ascending Payment Auction for increasing team sizes, δ = 0.01
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Descending Payment Auction

As in the Ascending Payment Auction, the dialogue between a bidder and the
center in a Descending Payment Auction is made up of a series of best response
queries and their associated replies. While the structure of the dialogue trees is
similar in the two auctions, the calculation of the edge labels in the dialogue tree is
more complicated.

Structure of the dialogue.

Figure 3.7 shows the structure of the dialogue between

the center and one bidder in the Descending Payment Auction. It shows that each
dialogue begins with the center sending the BestResponse(1 − δ) query to the
bidder, to which the bidder then may reply with a No or Yes. If it sends a No
reply, the dialogue ends. If it sends a Yes reply, the center then either (1) sends a
BestResponse(1 − 2δ) query, or (2) assigns the bidder to the task and ends the
dialogue.

Edge labels. As in the Ascending Payment Auction, the center’s belief of the
probability that a bidder will reply Yes to a query in a Descending Payment Auction
depends on the value of payment v in the BestResponse(v) query and the center’s
current belief of the probability distribution of the bidder’s cost. Before the first
query, the center knows that the bidder’s value is uniformly distributed on the unit
interval. Thus, by Equation 3.3, the center believes that a bidder’s reply to the first
query will be No with probability δ, and Yes with probability 1 − δ.
In any subsequent queries, the center has updated its distribution that describes
its belief of the bidder’s cost because it knows that the bidder has replied Yes to the
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Figure 3.7: Structure of the dialogue between center and one bidder in the Descending
Payment Auction, δ = d
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previous query. Specifically, for any BestResponse(v) query that the center sends to
a bidder in the Descending Payment Auction, the center has received a Yes response
to a BestResponse(v + δ) query. As a result, it has updated its belief of the center’s
cost to be a uniform distribution in the range 0 to v + δ. Therefore, by Equation 3.3,
the center’s believes the probability of a Yes response to a BestResponse(v) query
is
v
v+δ

(3.9)

and the probability of a No response is its complement
1−

δ
v
=
.
v+δ
v+δ

(3.10)

We now turn our attention to calculating the probability, from the perspective of
the bidder, that a bidder that sent a Yes reply in response to a BestResponse(v)
query will receive the next BestResponse(v − δ) query. A bidder will receive
the next query if there is one or more other bidder that sent a Yes reply to the
BestResponse(v) query. This probability depends on how many other bidders received the BestResponse(v) query.
In the Ascending Payment Auction, after the center received a Yes reply from any
bidder, the dialogue with all bidders ended. By contrast, in the Descending Payment
Auction, the dialogue with bidder i ends after the center receives a No response from
bidder i. But if there is more than one bidder that sent a Yes reply, the dialogue
continues with those bidders that send an affirmative reply.
Therefore, a bidder in the Descending Payment Auction does not know with certainty how many bidders received a BestResponse(v) query. It does receive some
information about this number from the center’s actions, however. Particularly, when
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a bidder receives a BestResponse(v) query, it knows that at least one other bidder
also received a BestResponse(v) query; otherwise the dialogue would have ended.
We use a belief vector to encode a bidder’s belief in the number of other bidders
that received each BestResponse(v) query. This belief vector is then used to compute the probability that the bidder will receive another query after it sends a Yes
reply. A belief vector is of length n − 1, and is associated with each query node
in the dialogue tree. Element j of the belief vector stores the bidder’s belief of the
probability that j other bidders received the query represented by the node.
The belief vector for the root node contains a zero in every element but element
n − 1 because all of the other members of the team receive the first query with
certainty. We denote belief vectors by b = (b1 , b2 , . . . , bn−1 ). Given the belief vector,
the following equation gives the belief in the probability that k other bidders will
reply Yes, given that the probability that each bidder replies Yes is py .
n−1
X

!

i
Pr(k other bidders reply Yes) =
bi
(1 − py )i−k py i
k
i=k
where b0 is taken to be 0. The last part of Equation 3.11,

 
i
k

(3.11)

(1 − py )i−k py i , is the

calculation of the probability that k out of i bidders will reply Yes, given that the
probability of each bidder replying Yes is py . The value of py for a given best response
query is computed by Equation 3.10.
Equation 3.11 is used to compute the probability that the center will send another
query after the bidder sends a Yes reply. A query will be sent only if at least one
other bidder replies Yes, which is computed directly from the equation.
Equation 3.11 is also used to update the belief vector for each query node. The
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0.9
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0.83
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Belief Vector Continue?
(0.00,0.00,1.00)
1
(0.03,0.24,0.73)
0.99
(0.10,0.39,0.52)
0.98
(0.19,0.45,0.35)
0.96
(0.31,0.46,0.23)
0.93
(0.43,0.43,0.14)
0.9
(0.55,0.37,0.08)
0.84
(0.67,0.29,0.04)
0.74
(0.79,0.20,0.02)

Table 3.1: Descending Payment Auction: Calculation of edge labels (columns 2 and
4) in a four-bidder team, δ = 0.1
belief vector b is updated to b0 according to the following equation.
b0k =

Pr(k other bidders reply Yes)
1 − Pr(0 other bidders reply Yes)

(3.12)

for k = 1, 2, . . . , n − 1.

Example. Figure 3.8 illustrates the application of these formulae to a team of four
bidders where δ = 0.1. Each edge in the graph is labeled with its corresponding
probability. Table 3.1 shows the breakdown of the calculations shown in the figure.
The calculations assume a four-bidder team and δ = 0.1.

Analysis. The techniques described in Section 2.5 were used to calculate the information of the dialogue tree for the Ascending Payment Auction, for varying team
sizes with δ = 0.01. The results are shown in Figure 3.9. The graph provides the
breakdown of the expected amount of information sent both from and to the center
and the total amount of information exchanged.
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Figure 3.8: Dialogue tree in a Descending Payment Auction with four bidders, δ = 0.1
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Figure 3.9: Amount of information exchanged between a single bidder and the center
in Descending Payment Auction for increasing team sizes, δ = 0.01
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Distributed Binary Search

As in the auction algorithms, the dialogue for the Distributed Binary Search
algorithm is made up of best response queries and their accompanying replies. In
this section, the structure of the dialogue is analyzed and the expected amount of
information exchanged is computed.

Structure of the dialogue.

The structure of the dialogue tree for dialogue between

one bidder and the center in a Distributed Binary Search is shown in Figure 3.10.
The root of the binary tree corresponds to the query BestResponse(0.5). To
this and each subsequent query, the bidder may reply with Yes or No. If the bidder
replies with Yes, then the center will either send another query (with value lower
than that of the previous query) if one or more other bidders replied Yes or assign
that bidder to the task if no other bidder replied Yes. If the bidder replies with No,
then the center will either send another query (with value higher than that of the
previous query) if no other bidder replied Yes, or end the dialogue if one ore more
other bidders replied Yes.
There is an infinite number of possible queries in Distributed Binary Search. For
the purposes of the analysis in this chapter, the dialogue tree is assumed to have finite
depth, determined by the variable depthLimit. The depthLimit indicates the level of
the dialogue tree where query nodes have no children. A depthLimit of 1 indicates
that the root node is a leaf; depthLimit of 2 indicates that the queries immediately
after the root node have no children, and so on. A depthLimit of k indicates that the
level of the dialogue tree that contains 2k−1 query nodes has no child nodes.
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Figure 3.10: Structure of the dialogue tree for the first queries in a Distributed Binary
Search
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Edge labels. The procedure for computing the values of the edge labels for a
Distributed Binary Search is similar to the procedure described in Section 3.4.4 for
computing the values of edge labels for a Descending Payment Auction.
Before the first query, the center knows that the bidder’s value is uniformly distributed on the unit interval. Thus, by Equation 3.3, the center believes that a
bidder’s reply to the first query will be No with probability one half, and Yes with
the same probability.
If the bidder replies with No to the first or any subsequent BestResponse(v)
query, the center’s belief in the bidder’s value is updated. The No reply indicates
that the bidder’s value is greater than v. As a result, the center updates its belief in
the bidder’s value, by eliminating all values less than v. On the other hand, if the
bidder’s reply to a query of BestResponse(v) is Yes, then the center updates its
belief in the bidder’s value, by eliminating all values less than v.
For all dialogue subtrees rooted at a query node labeled v, the center’s updated
belief is that there is a probability of one half that the bidder’s value falls below the
value v and a probability of one half that the bidder’s value falls above the value v.
Therefore, each edge that begins at a query node is labeled 0.5.
To calculate the labels for edges that begin at a reply node, we first consider reply
nodes labeled Yes, then consider reply nodes labeled No. If the bidder sends a Yes
reply to the center, it will receive another query if and only if one or more other
bidders have also sent a Yes reply to the center. All bidders that do not reply Yes
will be eliminated from the dialogue. To calculate the probability that one or more
bidder will send a Yes reply, the bidder maintains a belief vector that encodes its
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label
(a)
(b)
(c)
(d)
(e)
(f)

parent query
belief vector
(0, 0, 1)
(0, 0, 1)
(0, 0, 1)
(0, 0, 1)
(0.429, 0.429, 0.143)
(0.429, 0.429, 0.143)

probability
0.125
0.875
0.125
0.875
0.339
0.661
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child query
belief vector
(0, 0, 1)
(0.429, 0.429, 0.143)
(0, 0, 1)
(0.429, 0.429, 0.143)
(0.429, 0.429, 0.143)
(0.920, 0.077, 0.003)

Table 3.2: Sample calculations of transition probabilities in Distributed Binary
Search; labels correspond to those in Figure 3.11
belief of the number of other bidders that received the query, as in the descending
payment auction. The procedure for updating this belief vector and computing the
probability that it will receive another query is given in Equations 3.11 and 3.12.
If the bidder sends a No reply to the center, it will receive another query if and
only if all other bidders send a No reply as well. This probability is also computed
by Equation 3.11. In this case, the belief vector is unchanged. If the bidder receives
another query, its belief in the number of other bidders that will also receive it is the
same as its belief in the number of bidders that received the last query.

Example. The labels on the dialogue tree shown in Figure 3.11 illustrate the application of these formulae to a team of four bidders. Each edge in the graph is labeled
with its corresponding probability value. The structure of the tree mirrors the top five
levels of Figure 3.10. The details of the calculation of edge labels and belief vectors is
shown in Table 3.2. The labels in the table correspond to those indicated in the figure. We use the entry labeled (a)—the probability that a bidder will receive another
query after it replies “No” to the BestResponse(0.5) query—as an example. The
value of a is the probability that a bidder that replied No to the BestResponse(0.5)
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Figure 3.11: Dialogue tree for a Distributed Binary Search with four bidders and a
depth limit of 3
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query will receive a BestResponse(0.75). This will happen only if no other bidder
sends a Yes reply to the BestResponse(0.5) query. This probability is given by:
a = Pr(No other agent gives Yes response)
= (Pr(Yes response))n−1
= 0.5n−1

Analysis. The techniques described in Section 2.5 were used to calculate the information of the dialogue tree for the Ascending Payment Auction, for varying team
sizes with depth limit of 7 queries. Figure 3.12 shows the total amount of information exchanged between the center and one bidder in a Distributed Binary Search
with varying team sizes. It shows that between four and two bits are used for communication, and that the amount of information transferred per bidder is inversely
proportional to the total number of bidders.
Figure 3.13 shows shows the total amount of information transferred between the
center and all bidders for varying depth levels with a fixed number of bidders. It
demonstrates that as depth limits increase, the increase in total information transferred gets increasingly smaller. The reason for this slowing in the rate of increase is
that the probability of needing to make queries down to very low levels of the tree
gets vanishingly small.

3.4.6

Staged Descending Payment Auction

The dialogue between one bidder and the center in a Staged Descending Payment
Auction comprises a best response query and a value query and their accompanying
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Figure 3.12: Amount of information exchanged per bidder in Distributed Binary
Search with varying numbers of bidders. Depth limit of seven queries
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Figure 3.14: Structure of dialogue between the center and one bidder in a Staged
Descending Payment Auction
replies. The analysis differs slightly from that of the other four algorithms because
the dialogue tree is different for each bidder—the edge labels depend on the bidder’s
index.

Structure of the dialogue. The structure of the interaction between the center
and one bidder using the Staged Descending Payment Auction is shown in Figure 3.14.
In the dialogues of other algorithms considered in this chapter, each bidder is sent
the same query as its first message, as represented at the root of the tree. In those
algorithms, the first message contained no information. By contrast, in the Staged
Descending Payment Auction, the first message sent to a bidder is not always the
same because it depends on the queries and replies exchanged with bidders of lower
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index. To indicate this, a blank node is added at the root of the dialogue tree. Each
child of this blank root node represents a first query that the center may send to a
bidder.
For reasons of space, lower portions of the dialogue tree are omitted from the
figure for all but the subtree rooted at the BestResponse(2δ) query. Each best
response query node has a subtree of the same structure as the BestResponse(2δ)
query node.
Each bidder receives a best response query and sends a reply, as represented by
nodes in the figure. If the reply is Yes, the bidder receives a Value query and sends
its value in reply, as indicated by the single edge from the Yes reply node to the value
query node.

Edge labels. The correct edge label for the edges that connects the blank root
node with the best response query depends on the bidder’s index. For instance, the
center always sends bidder G1 the BestResponse(1) query. Therefore, the edge
incident on the rightmost best response query node is labeled with a 1.0 and all
other edges are labeled with 0.0.1 The second and subsequent bidders have different
distributions over the edges because the probability of receiving a given best response
query depends on the costs of the bidders of lower index.
Generally, the label for the edge incident on BestResponse(v) for bidder i is
the probability that v is the lower end of the value range for the bin in which falls
the cost of the first i − 1 bidders with lowest cost. To derive this probability, we
1

The choice to send G1 both a BestResponse(1) query and a value query rather than only a
value query simplifies the analysis but does not affect the calculation of information. This message
and its response contain 0 bits of information.
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construct random variable Yi , defined in the following equation to be the minimum
of the values of random variables X1 , X2 , . . . , Xi−1 and 1. The constant 1 is included
in the minimization to define Y1 as 1.
Yi = min(1, X1 , X2 , . . . , Xi−1 )

(3.13)

where Xi describes the distribution from which bidder i’s cost is drawn. In a task
optimization problem defined in Section 3.2, each Xi is the uniform distribution over
the unit interval. Yi is the minimum cost of all bidders with index lower than i. This
random variable is used in Equation 3.16 to calculate the probability that bidder Gi
will receive each possible best response query.
To construct the probability density function of random variable Yi , we make use
of the probability that the value of Yi will be less than or equal to some arbitrary
value y between 0 and 1. This is the same probability as the probability that all
i − 1 bidders’ values will be less than y. This allows us to define the cumulative
distribution function Fi of the random variable Yi :
Fi (y) = Pr(y ≤ Yi ) = 1 −

n−1
Y

Pr(x ≤ Xi ) = 1 − (1 − y)i−1

(3.14)

i=1

where i > 1.
Differentiating with respect to y, we get probability density function
fi (y) = Fi0 (y) = i · (1 − y)i−1

.

(3.15)

The value pi (v) denotes the edge label for the edge incident on the best response
query labeled v for bidder i. It is computed from the probability density function of
Yi as the probability that Yi falls between v and v + δ.
pi (v) =

Z

v+δ
v

fi (y)dy = (1 − v)i−1 − (1 − (v + δ))i−1

(3.16)
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for i > 1. For bidder G1 , the only query with positive probability is BestResponse(1).
The edge labels of the subtree rooted at the best response query are significantly
easier to compute. First, the label on the edge from each BestResponse(v) query to
the reply node labeled Yes is just the probability that the bidder’s cost is less than v.
The center has no private information from the bidder, so its belief is that the bidder’s
cost is distributed uniformly over the unit interval. Therefore, the probability of a
Yes reply is v, and its complement 1 − v is the probability of a No reply. The edges
are labeled accordingly. The edge incident on the value query node is labeled with
probability 1.
After it receives the Yes response, the center knows that the bidder’s cost is less
than the value sent with its BestResponse(v) query. Because the value v is always
the lowest value of a bin’s range, each bin that contains a range lower than v is
assigned equal probability. Other bins are assigned probability zero. If δ is the bin
size, the number of bins with values less than v is vδ , which is the label of the edge to
those corresponding reply nodes.

Example. The labels on the dialogue tree shown in Figure 3.11 illustrate the application of these formulae to bidder G4 with δ = 0.1. Notice that for bidder G4 , the
probability distribution is skewed towards making the best response of lower value.

Analysis. The techniques described in Section 2.5 were used to calculate the expected amount of information in dialogue tree for the Staged Descending Payment
Auction. Figure 3.16 shows the expected amount of information by nodes on each
level for bidders indexed from one to 80, for δ = 0.01. The information contribu-
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Figure 3.15: Dialogue tree for bidder G4 in a Staged Descending Payment Auction
with four bidders, δ = 0.1
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Figure 3.16: Amount of information exchanged per bidder in Staged Descending Payment Auction with varying numbers of bidders. δ = 0.01
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tion by the queries on each level of the tree are shown separately. Level 1 is the
information contribution by the root node of the tree, which describes the amount
of information sent from the center to the bidder in the best response query. The
line labeled Level 2 shows the expected amount of information contributed by the
reply. Level 3 is omitted because the value query sent from the center to the bidder
has no expected information. Finally, the line labeled Level 4 shows the expected
information contributed by the bidder’s reply to the value query.
The total amount of information communicated by all bidders and the center
for varying team sizes is shown in Figure 3.17. When computing the information
exchanged between the center and all of the bidders, instead of taking the product of
the number of bidders and the information exchanged with one bidder, the amount
of the information communicated between the center and each bidder on the team is
computed. The total amount of expected information communicated for a team of
size n is the sum of these values for all bidders with index n or lower.

3.5

Analysis

In this section, we compare the five algorithms with respect to the average amount
of communication required to find the allocation. We show that the choice of algorithm that requires the fewest bits to be communicated is highly dependent on two
environmental factors, the number of bidders and the bin size.

Bin width and number of bins. The Full Revelation, Descending Payment Auction, Ascending Payment Auction and the Staged Descending Payment Auction de-
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Figure 3.17: Total amount of information exchanged in Staged Descending Payment
Auction with varying numbers of bidders. δ = 0.01
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pend on the setting of the bin width parameter. None of the algorithms differentiate
between bidders whose costs fall into the same bin. As a result, if two or more bidders’
costs fall into the lowest bin, the center returns the identity of those bidders, rather
than the identity of the bidder with lowest cost. The system designer faces a tradeoff
between communication and finding the optimal allocation. With smaller bin widths,
the total amount of information communicated is higher but the probability that two
or more bidders will fall in the lowest bin is lower.
The Distributed Binary Search algorithm does not have a bin width parameter
but can be compared to the other algorithms by using the depth limit to calculate a
corresponding number of bins. A Distributed Binary Search with l levels of queries
may return two or more bidders if the lowest cost bidders’ values differ by less than
2−l . In the analysis, we therefore consider the number of bins for a Distributed
Binary Search of depth limit l to be 2l . In this way, each algorithm other than the
Staged Descending Payment Auction returns the same set of bidder’s indices for a
give number of bins. The Staged Descending Payment Auction, which returns just
one index, returns the lowest index of the set returned by the other four algorithms.

Algorithm that minimizes communication. Figure 3.18 indicates the algorithm
that has lowest expected amount of communication for increasing numbers of bidders
and for increasing numbers of bins. It clearly shows that choosing the algorithm that
minimizes expected communication is highly dependent on the two parameters of
the environment. For large numbers of bidders and bins, Distributed Binary Search
requires the least communication. Full Revelation, the Ascending Payment Auction,
or the Staged Descending Payment Auction each require the least communication for
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Figure 3.18: Algorithm with lowest total amount of information transmitted for varying numbers of bidders and bins
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Figure 3.19: Expected information transmitted per bidder for varying numbers of
bidders with eight bins
particular parameter settings. When there are two bins, the Descending Payment
Auction has the same communication properties as Full Revelation.
The graph in Figure 3.19 shows the expected amount of information transmitted
between the center and each bidder for a varying number of bidders for a constant
eight bins. The lines plotted in the graph indicate that in the Descending Payment
Auction, the Distributed Binary Search, and the Ascending Payment Auction, the
marginal amount of increased information communicated by an additional bidder
quickly reaches a constant. For large numbers of bidders, the information transmitted
by the Descending Payment Auction approaches log m, where m is the number of
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bins, because the cost of coordination approahces zero and the cost of revelation
approaces log m. It becomes increasingly likely that each bidder will have to respond
affirmatively to a query and reveal its cost, therefore the total communication cost
appraches that of Full Revelation.
In the Staged Descending Payment Auction, the average expected amount of information communicated per bidder continues to decrease. As a result, for a large
number of bidders, the Staged Descending Payment Auction requires less communication than the other algorithms studied. Eight bins were used for the figure because it
clearly shows the point where the Staged Descending Payment Auction outperforms
the Ascending Payment Auction. For larger numbers of bins, the point where the
Staged Descending Payment Auction begins to outperform the Ascending Payment
Auction is beyond the maximum number of bidders in the graph.

Ignoring coordination costs. Figure 3.20 shows the algorithm that has lowest
expected revelation cost for increasing numbers of bidders and increasing numbers of
bins. The differences between Figure 3.18 and Figure 3.20 show that coordination
costs play an important role in selecting the algorithm with least communication.
When coordination costs are ignored, the Ascending Payment Auction and the Staged
Descending Payment Auction are more frequently the algorithms with the lowest
amount of expected communication. However, when we consider both coordination
and revelation, other algorithms, especially Distributed Binary Search often requires
least communication. There are significant costs, in terms of wasted communication,
to ignoring coordination costs when communication from the center to the bidders is
costly.
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Figure 3.20: Algorithm with lowest amount of information transmitted from the
bidder to the center for varying numbers of bidders and bin size
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Figure 3.21: Total bits wasted in communication between the center and all bidders
using algorithm with lowest reply value instead of algorithm with lowest total value.
Cost of choosing the wrong algorithm. The graph in Figure 3.21 shows the total
number of bits wasted by incorrectly ignoring coordination costs when choosing an
algorithm. Each point in the map compares the total amount of expected information
communicated by the algorithm with fewest bits of revelation with the total amount
of expected information communicated by the algorithm with the fewest bits of total
information transmitted. Each point is assigned a color that corresponds to the
difference. A higher difference is indicated by a brighter color. The figure shows
that for a large number of bidders and bins, the amount of communication wasted by
choosing an incorrect algorithm is as much as 300 bits.
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Summary

In this chapter, we have shown the importance of considering the communication
costs of algorithms for making the allocation decision for a single task in which bidders
have private, continuous costs. There may be high amount of wasted communication
if a system designer chooses an algorithm without fully considering the expected costs
of the alternative algorithms and both coordination and revelation costs.
We made use of dialogue trees to structure the analysis of the communication
between the center and the bidders. We provided a technique for computing the edge
labels for the dialogue trees for three types of auctions and two search algorithms.
Using the results of the analysis of the dialgue trees, we calculated the expected information content of the dialogue between the center and a bidder. We conclude that
the best choice of algorithm for making an allocation decision depends on parameters
of the problem.

Chapter 4
Allocation of Multiple Tasks with
Binary Costs
4.1

Introduction

This chapter analyzes the information transmission in an allocation of multiple
tasks. In this allocation problem, a set of tasks must be allocated among a team
of agents, each of which holds private information about its ability to perform each
task. There are three main problem parameters: the number of agents in the team,
the number of tasks in the set, and the proportion of those tasks that each agent can
perform.
This chapter compares four sound and complete algorithms for solving the allocation problem. Each specifies a method by which agents in a team reveal private
information to the center.
The algorithms are strictly ranked by the amount of revelation. For instance, in
77
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one algorithm bidders reveal all of their private information, with no coordination.
In the other algorithms, the center coordinates agents’ revelation by sending query
messages to agents and tracking which parts of an agent’s private information is
relevant to solving the allocation problem. A solution to the problem may sometimes
be found when most agents reveal only a small amount of their preference information.
The analysis demonstrates the importance of evaluating both the costs of coordination and the costs of revelation. When only one direction of communication is
considered, it is trivial to identify the algorithm that minimizes communication costs.
When both directions of communication are considered, the choice of algorithm that
minimizes communication costs is highly dependent on three problem parameters: the
number of bidders, the number of tasks, and the probability that a bidder can perform a given task. Each of the four algorithms minimizes communication for certain
problem settings.
The remainder of this chapter is organized as follows. Section 4.2 provides a formal
definition of our allocation problem. Section 4.3 describes the four algorithms for
solving the allocation problem. Section 4.4 first shows that each algorithm is sound
and complete. Using information-theoretic techniques, it examines communication
properties of each algorithm. Section 4.5 provides results of the analysis of the tradeoff
between coordination and revelation costs.

4.2

Binary Cost Task Allocation Problem

A binary cost task allocation problem is characterized by a team of bidders and
a set of atomic tasks. Each bidder is capable of performing a subset of the tasks.
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Each task must be allocated to a bidder capable of performing it. A bidder may be
allocated multiple tasks—there is no limit on the number of tasks that a bidder can
be allocated.
Definition 4 A binary cost task allocation problem is
• a set of tasks T of size k; and
• a sequence of bidders G = (G1 , G2 , . . . , Gn ) of size n, each bidder with a private,
binary cost function xi : T → {0, 1}.
A bidder can perform a task if its cost is 0, and cannot perform it if its cost is 1.
In other words, bidder i can perform a task t if and only if xi (t) = 0.
Definition 5 An allocation A is an n-tuple of sets of tasks (T1 , . . . , Tn ), where Ti
contains the tasks allocated to bidder Gi . Each task in T is present in one and only
one of the sets Ti .
Definition 6 The cost of an allocation A = (T1 , . . . , Tn ) is the sum of the costs
incurred by each bidder for the tasks to which it is allocated:
c(A) =

n X
X

ci (t).

(4.1)

i=1 t∈Ti

A solution to a problem is an allocation in which each task in T is assigned to
a bidder capable of performing it. If no such allocation is possible, a solution is the
identification of those tasks that no bidder is capable of performing.
Definition 7 A solution to an instance of the binary cost task allocation problem is
either: (1) an allocation A such that c(A) = 0, or (2) if no such allocation exists
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(that is, there is a task in T such that no bidder can perform it), a subset T 0 ⊆ T
such that T 0 contains the complete set of tasks that no bidder can perform.
Before any communication, it is common knowledge that each bidder can perform
each task in T with probability p. The set of tasks that bidder Gi can perform is
private to bidder Gi ; this set is the type of Gi and fully describes Gi ’s preferences.
The center’s goal is to find a solution to the binary cost task allocation problem.

4.3

Algorithms

This section defines three types of queries that a center sends to a bidder, and
specifies the bidder’s reply to each. Then four sound and complete algorithms for
using these queries to gather information from bidders and find a solution to the
binary cost task allocation problem are described. The four algorithms are labeled
Full, Type, Type-Min, and Task. An example that highlights the differences among
the algorithms is provided in Section 4.3.5.
In the definitions of the algorithms, communication between the center and a
bidder is denoted by r ← Query(i, q), where i represents the index of the bidder to
which the query is sent, q represents the query message, and r represents the reply
message. The query message m is one of three types: (1) YesNo, (2) Tasks, or (3)
Type.
Definition 8 A YesNo query is denoted by YesNo(t) where t ∈ T . When bidder
Gi receives this query from the center, it replies with “Yes” if ci (t) = 0 and “No”
otherwise.
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Algorithm 4.3.1: Full(n, T )
(T1 , . . . , Tn ) ← (∅, . . . , ∅)
unassigned ← T
for i ← 1 to n

R ← Query(i, Type())



for t ← (R ∩ unassigned)
(
do

Ti ← Ti ∪ {t}


 do
unassigned ← unassigned \ {t}
if unassigned = ∅
then return (T1 , . . . , Tn )
else return (unassigned)

Figure 4.1: Full Algorithm
Definition 9 A Tasks query is denoted by Tasks(Q) where Q ⊆ T . When bidder G i
receives this query, it replies with the subset of tasks in Q that it can perform.
Definition 10 A Type query is denoted by Type(). When bidder i receives this
query, it replies with the subset of tasks in T that it is can perform.
A Type query is the special case of the Tasks query where Q = T . The Type
query is used for convenience in presenting the algorithms, but could be replaced by
Tasks(T ).

4.3.1

Full Algorithm

An outline of the Full algorithm is presented in Figure 4.1. In the Full algorithm,
each bidder is queried in turn for its type.
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Algorithm 4.3.2: Type(n, T )
(T1 , . . . , Tn ) ← (∅, . . . , ∅)
unassigned ← T
i←1
whileunassigned 6= ∅

R ← Query(i, Type())





for t ←
( (R ∩ unassigned)
Ti ← Ti ∪ {t}
do 
do


unassigned ← unassigned \ {t}




i←i+1
if unassigned = ∅
then return (T1 , . . . , Tn )
else return (unassigned)

Figure 4.2: Type Algorithm

4.3.2

Type Algorithm

The Type algorithm is presented in Figure 4.2. As in the Full algorithm, each
bidder, starting with bidder 1, is queried in turn for its type. However, once an
allocation is found, no further bidders are queried.

4.3.3

Type-Min Algorithm

The Type-Min algorithm is presented in Figure 4.3. Each bidder in turn is sent
a Tasks query for those tasks that are currently unassigned. Once an allocation is
found, no further bidders are queried.
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Algorithm 4.3.3: Type-Min(n, T )
(T1 , . . . , Tn ) ← (∅, . . . , ∅)
unassigned ← T
i←1
whileunassigned 6= ∅

R ← Query(i, Tasks(unassigned))



for t ← R
n
do

Ti ← Ti ∪ {t}unassigned ← unassigned \ {t}
do




i←i+1
if unassigned = ∅
then return (T1 , . . . , Tn )
else return (unassigned)

Figure 4.3: Type-Min Algorithm

Bidder
Bidder
Bidder
Bidder

1
2
3
4

Task 1
0
1
1
1

Task 2 Task 3
1
1
0
1
0
0
0
1

Table 4.1: Sample cost function: each entry in the table provides cost to bidder on
left for performing task above.

4.3.4

Task Algorithm

The Task algorithm is presented in Figure 4.4. For each task, each bidder in turn
is sent a YesNo query until a bidder capable of performing the task it is found. Once
a bidder that can perform a task is found, no further bidders are queried about that
task.
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Algorithm 4.3.4: Task(n, k)
(T1 , . . . , Tn ) ← (∅, . . . , ∅)
unassigned ← T
for t ←
1...k


found ← False




i←1






while(not found) and (i ≤ n)




r ← Query(i, YesNo(t))









if (r = Yes)
(
do

do
Ti ← Ti ∪ {t}



then





found
← True









i←i+1





if not found



then unassigned ← t
if unassigned = ∅
then return ((T1 , . . . , Tn ))
else return (unassigned)

Figure 4.4: Task Algorithm
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Example

Table 4.1 provides sample cost functions in a task allocation problem with four
bidders and 3 tasks. Using the Full algorithm to find a solution to this instance of
the problem, the center queries all four bidders for their type.
Using the Type algorithm, only bidders 1–3 are queried for their type; all three
tasks can be allocated without querying bidder 4.
Using the Type-Min algorithm, bidder 1 is queried for its type. Then, bidder 2
is sent a tasks query for the tasks that have not yet been assigned — tasks 2 and 3.
Bidder 3 is then sent a tasks query for only task 3 and the procedure terminates.
The Task algorithm starts with task 1. Bidder 1 is sent a YesNo query for task 1
and because bidder 1 can perform task 1, the algorithm moves on to task 2. Bidder
1 and 2 in turn are sent YesNo queries for task 2. Finally, bidders 1, 2 and 3 in turn
are sent YesNo queries for task 3.
All four algorithms return the allocation that assigns task 1 to bidder 1, task 2 to
bidder 2 and task 3 to bidder 3.

4.4

Properties of Algorithms

In this section, we analyze the solution returned by each algorithm and the properties of the information contained in messages sent and received by a center using
each one. In Section 4.4.1, we show that all four algorithms return the same solution.
The analysis of communication properties in Section 4.4.2 highlights the significant
differences in the amount of information transmitted by each algorithm.
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Properties of Solutions

If a problem instance has an allocation, then each of the four algorithms will find it.
If not, each algorithm will return a set of unallocated tasks. If the algorithm returns
an allocation, then that allocation has zero cost. If it returns a set of unassigned
tasks, then there is no agent that can perform any of the tasks in the set.
All four algorithms are sound and complete and are guaranteed to find the same
solution. Given an instance of the task allocation problem, Full, Type, Type-Min and
Task allocate each task sequentially to the bidder of lowest index that is capable of
performing it. If there is one or more tasks that no bidder is capable of performing,
each algorithm returns the full set of tasks that no bidder is capable of performing
because each algorithm places those tasks sequentially into the variable unassigned,
after the center learns that the bidder of highest index is unable to perform the task.
If the variable unassigned is not empty, each of the algorithms returns unassigned.

4.4.2

Communication Properties

The techniques described in Chapter 2 are used to evaluate the expected amount
of information transmitted in the queries and replies for each algorithm.

Common knowledge to calculate probabilities.

The probability of receiving

different messages, from the perspective of the receiver, is used to calculate the information transmitted in the interaction between the center and a bidder. To calculate
these probabilities, we assume that the following facts about the environment are
known to the center and each bidder:
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Algorithm
Full
Type
Task
Type-Min

query
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reply

0
k · H(p)
i−1 k
H((1 − (1 − p) ) ) k · H(p) · (1 − (1 − (1 − p)i−1 )k )
k · H((1 − p)i−1 )
k · H(p) · (1 − p)i−1
see Task

Table 4.2: Amount of information in queries to and replies from bidder Gi in each
algorithm.
• the algorithm used by the center;
• the number of bidders;
• the number of tasks;
• the value of p; and
• the bidder’s index.

Syntax. Table 4.2 provides a formula for the total expected amount of information
transmitted to and from bidder Gi in terms of k and p with each of the four algorithms. The derivation of each formula is provided below. The expected amount of
information contained in messages to or from Gi is denoted by Iidir (alg, k, p) where
alg is the label for the algorithm, and dir ∈ {query, reply} indicates the direction
of information flow. For instance, Iiquery (Full, k, p) denotes the expected amount of
information contained in the queries to bidder Gi under the Full algorithm.

Decomposition of queries. Theorem 1 is used in the analysis. It allows replies
to any Task or Type query to be decomposed into replies to a set of YesNo queries.
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Theorem 1 Let qtask denote the query Tasks(Q) where Q = {t1 , t2 , . . . , tl } and Qyesno
denote the set of queries {YesNo(t1 ), YesNo(t2 ), . . . , Y esN o(tl )}. The expected amount
of information communicated in the reply to query qtask is identical to the expected
amount of information communicated in reply to queries Qyesno .
Proof. We need to show that the entropy of the probability distribution that describes the replies to qtask is the same as the entropy of the probability distribution
that describes the replies to Qyesno .
In the former distribution, the reply is a set of tasks Q0 ⊆ Q. The sample space
of the distribution is the power set P(Q), of size 2l . The probability of making reply
Q0 ∈ P(Q) is given by
0

Pr[reply = Q0 ] = p(|Q |) (1 − p)(l−|Q

0 |)

.

Second, in the latter distribution the sequence of replies is a sequence ry = (r1 , r2 , . . . , rl )
where ri ∈ {Yes, No}. Let Yes(ry ) denote the number of Yes replies in ry . There are
2l possible sequences of replies. The probability of making reply sequence ry is given
by
Pr[reply = ry ] = p(|Yes(ry )|) (1 − p)(l−|Yes(ry )|)

.

Therefore, the underlying probability distribution of replies to query qtask and reply
to queries Qyesno is identical. Hence the entropy of each distribution is identical.
In each algorithm, the distribution of possible replies depends only on the query
that was most recently made. The bidder sends “Yes” with probability p and “No”
with probability 1 − p. By Equation 2.2, the reply to a YesNo query requires H(p)
bits.
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Full Algorithm
In the Full algorithm, a Type query is made to each bidder. Therefore, the sample
space for the random variable describing the query sent to each bidder contains one
element, Type(). The entropy of a random variable with a sample space of size 1 is
0. Therefore,
Iiquery (Full, k, p) = 0.

(4.2)

In the Full algorithm, each bidder makes one reply to a Type() query. The reply
to a Type() query is equivalent to the reply to a Tasks(T ) query. By Theorem 1,
the expected amount of information communicated by bidder i’s reply to a Type(T )
query is identical to the amount of information in replies to a YesNo query for each
of k tasks. The information content of the replies to k unique YesNo queries is given
by k · H(p). Therefore, the information content of the reply from bidder i is given by
Iireply (Full, k, p) = k · H(p).

(4.3)

Type Algorithm
In the type algorithm, bidder i is sent a Type() query if there is at least one task
that cannot be performed by any of the bidders with index lower than i, and sent
no query otherwise. The sample space for the random variable is of size two: one
element corresponding to no query, and the other to the Type() query. No query
occurs with probability
(1 − (1 − p)i−1 )k .
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The Type() query occurs with complementary probability. By Equation 2.2, the
expected information content is
Iiquery (Type, k, p) = H((1 − (1 − p)i−1 )k ) .

(4.4)

By Theorem 1, if a bidder is queried, the information content of the reply is the
same as the content of the reply to k YesNo queries. Otherwise, there is no reply,
thus no information communicated. The expected information content of the reply
is the product of the probability that bidder i will be queried and the information
content of a reply.

Iireply (Type, k, p) = k · H(p) · (1 − (1 − (1 − p)i−1 )k )

(4.5)

Task Algorithm
In the Task algorithm, the center sends each bidder a sequence of zero or more
YesNo queries. YesNo(t) is sent to bidder i if and only if no bidder with index
lower than i is capable of performing it. The probability that no bidder with lower
index can perform that task is (1 − p)i−1 . The amount of information communicated
by each YesNo query is H((1 − p)i−1 ). Therefore, the total amount of information
communicated in the queries is given by
Iiquery (Task, k, p) = k · H((1 − p)i−1 ) .

(4.6)

The expected number of YesNo queries received by bidder i is k · (1 − p)i−1 . So,
the expected amount of information communicated in bidder i’s reply is
Iireply (Task, k, p) = k · H(p)(1 − p)i−1

(4.7)
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Note that bidder 1 always receives k queries, thus sends k·H(p) bits of information.

Type-Min Algorithm
By Theorem 1, the Type-Min algorithm differs from the Task algorithm only in
the order in which bidders are queried. The Tasks query in the Type-Min algorithm
contains those tasks that no lower-indexed bidder can perform. Those tasks are
exactly the same tasks that are sent sequentially by the Task algorithm in its YesNo
queries. The ordering does not affect the analysis of information contained in each
message. As a result, the Type-Min algorithm has the same information properties
as the Task algorithm. So,
Iiquery (Type-Min, k, p) = Iiquery (Task, k, p)

(4.8)

Iireply (Type-Min, k, p) = Iireply (Task, k, p).

(4.9)

and

In the analysis that follows, discussion of the communication properties of the
Task algorithm, and the conclusions drawn from them, apply equally to the TypeMin algorithm.

4.5

Analysis

In this section, we show that the algorithm that requires the fewest bits of communication is highly dependent on the number of bidders, the number of tasks, and
the probability value p. Further, we show that the correct choice of algorithm has a
significant impact on the performance of the system.
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The inequality in Theorem 2 orders the algorithms by the communication required
for revelation alone. Full requires more revelation than Type, which requires more
revelation than Task.
Theorem 2 For allocation of one or more tasks, for each bidder G i where i ≥ 1,
Iireply (Full, k, p) ≥ Iireply (Type, k, p) ≥ Iireply (Task, k, p).
where 0 ≤ p ≤ 1.
Proof. We start by proving the first inequality of the theorem:
Iireply (Full, , k, p) ≥ Iireply (Type, k, p).

(4.10)

From the calculations summarized in Table 4.2 we must prove that
k · H(p) ≥ k · H(p) · (1 − (1 − p)i−1 )k

.

p is a probability and must be less than or equal to one.
1 ≥ p
0 ≥ (1 − p)
0 ≥ (1 − p)i−1
11/k ≥ 1 − (1 − p)i−1
1 ≥ (1 − (1 − p)i−1 )k

Multiplying both sides of the inequality by k · H(p), we get Equation 4.11.

(4.11)

Chapter 4: Allocation of Multiple Tasks with Binary Costs

93

Next, we prove the second inequality of the theorem:
Iireply (Type, k, p) ≥ Iireply (Task, k, p)

(4.12)

From the calculations summarized in Table 4.2 we must prove that
k · H(p) · (1 − (1 − (1 − p)i−1 )k ) ≥ k · H(p) · (1 − p)i−1 .

(4.13)

1 − (1 − (1 − p)i−1 )k ≥ (1 − p)i−1 .

(4.14)

Equivalently:

Substituting w for (1 − p)i−1 ,
1 − (1 − w)k ≥ w
(1 − w)k ≤ 1 − w
which holds when 0 ≤ w ≤ 1 and k ≥ 1.
If system designers are concerned only with minimizing the number of bits of
information communicated by the bidders to the center, they would choose Task. By
Theorem 2, neither Full nor Type requires bidders to send fewer bits of information.
As discussed in Chapter 2, a system designer is typically concerned with both
directions of communication, and must consider the number of bits of information
sent from the the center to the bidder. The goal is to find the algorithm that requires
the fewest bits of communication, as formalized in Equation 4.15.
argmin

n
X

a∈{F ull,T ask,T ype} i=1

Iiquery (a, k, p) + Iireply (a, k, p)

(4.15)

The graphs in Figure 4.5 identify the algorithm with the lowest expected communication costs for an array of settings of domain parameters. Each of the nine plots
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Task

Figure 4.5: Lowest cost algorithm for levels of p from 0.1 to 0.9. Each color connects the algorithm with least expected communication for values of n from 2 to 100
(horizontal axis), k from 1 to 100 (vertical axis).
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provides a map of the space of possible settings of n and k for a given setting of p that
ranges from 0.1 to 0.9. The color given to each point in the graph indicates which
algorithm is expected to require the fewest bits to be communicated.
The plots show that the correct choice of algorithm is highly dependent on the
parameters of the problem. For small values of n, p and k, Full requires the least
communication. While Full requires each agent to reveal all of its preferences, doing
so does not require a high number of bits of communication because the number of
those preferences is small. The communication spent in coordination by the other
algorithms outweighs the savings achieved by a slightly smaller amount of revelation.
When n and k are large, Task is the algorithm that requires the least communication. Task always requires the least amount of revelation. The costs of coordinating
the revelation are now outweighed by the savings enabled by coordinating.
When k = 1, Task and Type are identical and therefore have the same communication properties. When k is large and p is small, the probability of sending a query to
every agent approaches 1. As a result, Full and Type perform the same, as indicated
by areas of brown in the figure.

4.5.1

Phase Transition

The analysis given above evaluates communication for given values of p, with
varying values of n and k. In the space of n and k, not all values for p are equally
interesting. Typically, for many values of p, the allocation problem may be either
trivial or impossible with high probability. For a given n, p and k, the density of
solutions, denoted d, is the probability that a set of n agents will be able to perform
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Figure 4.6: Phase transition in the binary cost task allocation problem for 20 bidders
and 20 tasks
k tasks, given that the probability that an agent can perform a given task is p. The
formal definition of d in terms of n, k and p is given in Equation 4.16.

d = (1 − (1 − p)n )k

(4.16)

Figure 4.6 provides a typical phase transition observed when d is plotted as a
function of p. As is typical, for values for p close to 0, the density of solutions is close
to zero. In other words, for a large set of values for p, there is a very high probability
that a given problem instance will have no allocation a in which c(a) = 0. Similarly,
for a large number of values for p around 1, the density of solutions is close to one.
That is, for a large set of values for p, there is a very high probability that a given
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problem instance will have allocations a in which c(a) = 0.
A group of interesting problems lie in between these values of p. As Figure 4.6
shows, there is a phase transition in which these values lie. For increasing values of
p starting from 0, the density of solutions starts very low, and there is a transition
to problems with a very high solution density. As a result, it is revealing to consider
problems with solution densities in this phase transition. Figure 4.7 is an analog to
Figure 4.5. In Figure 4.7, each plot maps the algorithm that is expected to require
the fewest bits of communication for a fixed density of solutions, from 0.1 to 0.9. It
demonstrates that for a large number of interesting problems, Type is the algorithm
that minimizes communication. In addition, when k is very small, Full minimizes
communication.

4.5.2

Cost of Error

Figures 4.8–4.10 show the expected cost of choosing an incorrect algorithm. Each
graph shows a map of the space of n = 2 to 100 (horizontal axis) and k = 1 to 100 for
fixed d = 0.5. In each case, the color indicates the percentage of communication that
could have been saved by using the algorithm with expected minimal communication
instead of the algorithm indicated.
For example, Figure 4.10 shows the cost of incorrectly choosing the Full algorithm.
If for a given setting of n and k, the Type algorithm requires the least communication
and is expected to need to exchange only 3.2 bits, and the Full algorithm needs 5.6
bits, the color corresponding to 100% · (1 − 3.2/5.6) = 42.9% is plotted in Figure 4.10.
The large, dark areas on the graphs in Figures 4.9 and 4.10 indicate that the costs
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Figure 4.7: Lowest cost algorithm for levels of d, from 0.1 to 0.9. Each color connects the algorithm with least expected communication for values of n from 2 to 100
(horizontal axis), k from 1 to 100 (vertical axis).
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Figure 4.8: Cost of choosing Task algorithm. Solution density of 0.5
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Figure 4.9: Cost of choosing Type algorithm. Solution density of 0.5
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Figure 4.10: Cost of choosing Full algorithm. Solution density of 0.5
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of choosing Type and Full is typically small. The increasingly large areas of lighter
colors in Figure 4.8 indicates that incorrectly choosing Task is costly, especially as n
increases. This is surprising because Task is the algorithm that is guaranteed to spend
the fewest number of bits in sending replies. It shows that the cost of coordinating
revelation often outweighs any savings in decreased revelation.

4.6

Summary

This chapter presented the binary cost task allocation problem and analyzed Full,
Type, Task, and Type-Min algorithms for solving the binary cost task allocation
problem. Each of these algorithms uses a set of queries that a center sends to bidders
to coordinate their revelation of information about their private costs.
Two algorithms—Task and Type-Min—had equivalent information properties.
The other algorithms differed significantly in the ways they traded off the amount of
information sent to bidders for coordination and the amount of information sent by
bidders to reveal their preferences. We developed formulae for the expected amount
of information in queries and replies, given a set of problem parameters. Developing
these formulae required analyzing the interaction between the center and each bidder,
and computing the probability distribution for each possible message. These probabilities were then used to compute the entropy and the expected information content
of messages.
Graphs of the algorithm with least expected communication, as a function of the
parameters of the environment: number of bidders, number of tasks, and the probability that a bidder can perform a given task. The graphs provide compelling evidence
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that the algorithm with lowest cost is highly dependent on the parameters of the environment. The phase transition seen in the allocation problem was highlighted, and
results that correspond to problems with the most interesting solution densities were
developed. The algorithm with the lowest communication costs among these problems
was also shown to be highly dependent on the parameters of the environment.
This chapter proved that the Task and Type-Min algorithms are guaranteed to
have the lowest revelation cost. Our analysis enabled the conclusion that in many
settings, the costs of revelation in Task and Type-Min can be so high as to outweigh
the cost savings of revelation.

Chapter 5
Decision Making for Collaborative
Planning
5.1

Introduction

The problem of decision making by agents working together on a team to perform
a group action is complex because teams need to make a set of interrelated decisions
to decompose a group action into the set of single-agent actions that can be directly
performed. Making one decision affects other decisions which in turn affects others,
and so on. The problem of allocation treated in the rest of this thesis is just one type
of decision that arises in team decision making. This thesis studies allocation as a
first step toward understanding the communication properties of algorithms for team
decision making. This chapter provides a model of team decision making that clearly
demonstrates the complexity of the general team decision-making problem.
We will consider the decisions faced by two agents, whom we call Dan and Kate,
104
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who wish to work together to serve dinner for their friend John. One decision they
need to make is how they are going to make dinner. One possibility is to go to a
restaurant, order take-out, and serve it. Another possibility is to go to the grocery
store, buy food, and cook it. Other decisions that Kate and Dan must make arise
when they fill in the details of how each action will be performed. For instance, they
must decide which grocery store to go to, and at which time. Finally, Dan and Kate
need to decide which actions each is responsible for completing.
Their decisions interrelate, and each of Dan, Kate, and John has private information relevant to the decision making. For instance, Kate may have private information
that her husband is using her car from 3 p.m. to 6 p.m. Therefore, a decision that
makes Kate responsible for going to the grocery store from 4 p.m. to 5 p.m. may
require Kate to rent a car—greatly increasing the cost of making dinner. The decision
of timing the trip to the grocery story interrelates with the decision of determining
who will go to the grocery store. Kate has private information relevant to making
the decision.
Allocation is the problem of assigning an agent to perform each single-agent task.
This thesis studied it independently of the more complex team decision problem,
because we assumed that it occurs at the conclusion of decision making. In other
words, we assumed that all other relevant decisions were made before the decisions
of which agent to assign to which tasks are made. Other chapters of this thesis show
that the study of algorithms for solving even the simpler problem of allocation is
complex and important. The model described in this chapter provides a starting
point for understanding the more complex problem of general team decision making.
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Although analysis of specific algorithms for general team decision making is beyond
the scope of this thesis, setting the allocation problem in this larger context shows
the wider applicability of the analysis in this thesis.

5.2

Team Decision Problem

A team decision problem involves a team G that has decided to perform a group
action A. The team needs to agree to the details of how that action will be performed. The problem of making team decisions is distributed and complex. The
problem is distributed because no individual possesses all information relevant to
making decisions. The problem is complex because three different types of decisions
are interrelated.
The three types of decisions are: (a) recipe selection, (b) parameter binding and
(c) assignment. Recipe selection decisions relate to choosing one of the possible ways
of performing A. Parameter binding is the process of further refining an act type
taken from a recipe into a concrete action to be performed, for example, specifying
when the action execution will begin. Assignment requires a subset of the agents
on the team to be assigned responsibility for each action. Each subact of the recipe
selected for A may be further decomposed, opening up new sets of decisions that need
to be made by its responsible (sub)team. Furthermore, these new sets of decisions for
subacts are interrelated with the decisions for the parent action A, opening up new
areas of complexity.
This chapter defines proposal trees, a data structure that is similar to Plan Trees
(Hunsberger 1999), but specifically built to represent the team decision-making prob-
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lem. It then provides a precise definition for three search operators that correspond
to the three types of decisions that arise in collaborative planning: selecting a recipe,
binding parameters, and assigning responsible agents.
Section 5.3 defines a proposal tree using terminology from the multi-agent planning literature. Section 5.4 casts multi-agent decision making for performing an
action as a search problem over proposal trees. The allocation problem treated in
the preceding chapters of this thesis is a subset of the general team decision problem
described in this chapter. Section 5.6 defines the allocation problem and situates
it within the framework of general team decision making for collaborative planning.
Section 5.5 defines the value of performing a task in terms of the private information
of team members, and highlights the abundance of private relevant information. Section 5.7 situates the definition of team decision making in relationship to the relevant
literature.

5.3

Proposal Trees

Actions, Action Types, and Parameters. An action is either basic or complex. A basic action is performed by a single agent and is treated as atomic. It is
assumed that an agent can perform a basic action at will, under certain conditions
(Grosz & Kraus 1996). A complex action is performed by one or more agents and is
decomposable. The predicate Basic(A) holds if and only if A is a basic action.
An action is defined by its action type and parameters. The action A may be
A
A
written as Ā(pA
1 , . . . , pk ) where Ā denotes the action type and the pi are parameters

to the action. The superscript (A ) indicates that the parameter is associated with the
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action A; this superscript may be omitted when the action to which the parameter
refers is clear.
The type of an action is a property of an action groups relevant information about
actions that share common attributes. ActionType(A) denotes the action type of
action A. Parameters are variables or constants that provide further detail about the
action that is to be performed. Params(A) denotes the set of parameters of action
A. An action in which all parameters are constants is said to be fully specified. In
the example, the start time, end time, and specific destination of the shopping trip
are parameters to the go shopping action.

Recipes. A recipe encodes the decomposition of an action into a set of constituent
actions and the constraints among them. A recipe for a complex action A is a set
of actions, {B1 , . . . , Bn }, and constraints, {ρ1 , . . . , ρm }, such that the doing of the
actions under the constraints constitutes the doing of A. Recipes(A) denotes the set
of recipes for action A. In the example, one recipe for serving dinner is going shopping
and then cooking; the other is going to a take-out restaurant and ordering food. The
fact that cooking dinner must begin after the shopping ends is a constraint.

Plan Trees. Plan Trees (Hunsberger 1999) explicitly represent the choices that a
group of agents have made when planning to perform an action. They are used to
summarize the mental states (goals and intentions) of each agent in a group that is
planning to perform a complex action.
Each node of a Plan Tree corresponds to an action. Nodes are categorized according to the type of action they represent (basic or complex) and whether a group
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β
κ

µ
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Action Characteristics
basic
resolved
complex
resolved
basic
unresolved
complex unresolved

Table 5.1: Categorization of nodes in a Plan Tree
of agent(s) has been assigned responsibility for performance of the action. An action
that has a group of one or more agents assigned to perform it is said to be resolved;
other actions are unresolved. The four node categories are summarized in Table 5.1.
The root node of a Plan Tree corresponds to the highest-level action that a group
is planning to perform. The goal of the group of agents in planning is to expand the
Plan Tree into a Full Plan Tree, which contains β and κ nodes, which correspond to
resolved actions.
A Plan Tree also contains nodes that correspond to planning actions. Planning
actions are actions that specify how a group will make the decisions necessary for
expanding a Plan Tree into a Full Plan Tree.

Proposal Trees. Proposal trees have a similar structure to Plan Trees but do not
contain planning actions. Each node n of a proposal tree contains a triple hA, C, Gi
where A is an action, C is a set of constraints on the parameters of A, and G is a
set of one or more agents. Each node has zero or more child nodes; the children of a
node correspond to the actions in a recipe for A. Parent(n) denotes the parent node
of node n. Children(n) denotes the set of child nodes of n.
A fully specified basic node in a proposal tree is a node hA, C, Gi such that A is
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an action that is basic and fully specified and G is a singleton that corresponds to a
single agent.
A proposal tree for A, denoted P TA , is a proposal tree whose root node contains
the action A. A full proposal tree (FPT) is a proposal tree in which all of the leaf
nodes are fully specified basic nodes. A partial proposal tree (PPT) is a proposal tree
that is not a FPT. A minimal proposal tree for A is a proposal tree for A that contains
a single node.

Relationship between Plans and Proposals. Work on collaboration, particularly in SharedPlans (Grosz & Kraus 1996; 1999), has focused on specifying the
requisite mental state of agents as they incrementally expand a partial plan into a
full plan. Our discussion of proposal trees focuses instead on the specification of the
team decision problem.
The similarities and differences between this model and Plan Trees are summarized
in Table 5.2. Hunsberger (1999) separates nodes of a Plan Tree into four categories.
In proposal trees, all complex or unresolved actions are accommodated in the general
representation of actions. β nodes of a Plan Tree correspond to fully specified basic
nodes in a proposal tree.
A team is said to execute A according to P TA when it adopts the mental states
required for performing A and chooses subactions, constraints and agent assignments
that correspond to those elements of the proposal tree P TA .
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Plans
Plan Tree
κ, , µ nodes
β node
Full Plan Tree
Partial Plan Tree
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Proposals
Proposal Tree
nodes of proposal tree
fully specified basic node
Full Proposal Tree
Partial Proposal Tree

Table 5.2: Overview of plans and proposals

5.4

Team Decisions

In this section, we define the decisions that must be made by the team of agents
as they decide on the set of basic actions they will take in order to perform a group
action.
Definition 11 A team decision problem is defined by a triple
hA, C, Gi
where A is an action to be performed, C is a set of constraints on the parameters of
A, and G is a group of agents.
In the terminology of the last section, a team decision problem is a minimal
proposal tree. Operators are applied successively to a proposal tree, until a full
proposal tree is formed. A full proposal tree represents one way the action A can
be performed. Applying the operators to a single minimal proposal tree produces
numerous full proposal trees. Each full proposal tree represents one possible resolution
of all interrelated decisions that a team must make.
The three operators SelectRec, AddAgent, and BindParameter correspond to each of the three types of team decisions. SelectRec (Figure 5.1) expands
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SelectRec(P T )
where P T is a partial proposal tree
returns a proposal tree
• Let n = hA, C, Gi be a leaf of P T such that ¬Basic(A) holds
• Choose recipe R from Recipes(A)
• For each B ∈ Actions(R)
– Cm ← Constraints(R) ∪ PropagateConstraints(C, B)
– Construct node m = hB, Cm , ∅i
– Add node m to P T as a child of n
• Return P T
Figure 5.1: Procedure for recipe selection

PropagateConstraints(C, B)
where C is a set of constraints and B is an action
returns a set of constraints
• Remove all constraints of C that do not contain a member of the set Params(B)
• Return C

Figure 5.2: Procedure for constraint propagation
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AddAgent(P T )
where P T is a partial proposal tree with more than one node
returns a proposal tree
• Let m = hB, Cm , Gm i be a non-root node of P T and let n = hA, Cn , Gn i be the
parent of m, such that:
– If Basic(B) holds, then Gm is ∅
– Else Gm 6= Gn
• g ← an element of Gn \ Gm
• Let Gm ← Gm ∪ g
• return P T

Figure 5.3: Procedure for adding an agent

BindParameter(P T )
where P T is a partial proposal tree
returns a proposal tree
• Let n = hA, C, Gi be a node of P T such that Params(A) contains at least one
variable
• Choose p ← an element of {q|q ∈ Params(A) ∧ qis not a constant}
• Bind p in A to a constant, respecting constraints in C
• return P T

Figure 5.4: Procedure for binding a parameter
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a complex action A in a proposal tree into a set of constituent actions. A recipe for
an action represented in a leaf of the proposal tree that contains a complex action is
chosen. The recipe provides a set of constituent actions. A node is created for each
of these constituent actions and placed into the proposal tree as children of A.
Constraints from the parent action are propagated down into these new nodes.
The PropagateConstraints procedure (Figure 5.2) ensures that all constraints
involving each child’s parameters will appear as constraints in the child. Thus, all
relevant constraint information will be passed to the child nodes.
SelectRec specifies that the empty set of agents will be associated with the
constituent actions. AddAgent (Figure 5.3) adds an agent, taken from the group
assigned to a node’s parent, to the group that is assigned to perform an action. Either
a basic or complex node is chosen, denoted by m. If m is basic then there must be no
agent currently assigned to it since only one agent can be assigned to a basic action.
If m is complex, there must be at least one agent assigned to the node’s parent n
that is not assigned m itself. Then, one agent is chosen from n (that is not currently
assigned to m), and is assigned to m.
BindParameter (Figure 5.4) selects a variable parameter and binds it to a
constant. A parameter p which is a variable (not a constant) of an action is chosen.
That variable is replaced by a constant, respecting the constraints contained in the
node corresponding to that parameter.
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serve-dinner(ST,ET),{ET<7pm},{Dan,Kate}

buy-food(ST1,ET1),{},{}

cook-food(ST2,ET2),{},{}

serve-food(ST3,ET3),{ET3<7pm},{}

Figure 5.5: Proposal Tree for the serve-dinner action, after applying the SelectRec
operator
serve-dinner(ST,ET),{ET<7pm},{Dan,Kate}

buy-food(1pm,ET1),{},{Dan}

cook-food(ST2,ET2),{},{}

serve-food(ST3,ET3),{ET3<7pm},{}

Figure 5.6: Proposal Tree for the serve-dinner action, after applying the AddAgent
and BindParameter operators

5.4.1

Example: Expanding a Proposal Tree

The minimal proposal tree for serving dinner begins with its root node containing
the minimal proposal tree with the single action serve-dinner, the group of Dan
and Kate, and a constraint (ET<7pm) which says the action must be completed by 7
p.m.
Figure 5.5 shows the proposal tree that results from applying the SelectRec
operator to expand the minimal proposal tree. AddAgent and BindParameter
are not applicable to the minimal proposal tree. AddAgent applies only to proposal
trees with more than one node, so it does not apply because there is only one node
in the tree. BindParameter does not apply because the node does not contain any
actions in which a parameter is a variable.
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The SelectRec operation chooses the one node of the proposal tree serve-dinner 1 ,
which is the only leaf. Three nodes (corresponding to the actions from a recipe
for serve-dinner) buy-food, cook-food, and serve-food are created under the
serve-dinner node. Each action has parameters for the start time and end time of
the action.
Figure 5.6 shows the proposal tree that results from applying the AddAgent
and BindParameter operators to the proposal tree in Figure 5.5. The AddAgent operator added Dan as an agent responsible for the buy-food action, and the
BindParameter operator specified that the buy-food action would begin at 1 p.m.

5.5

Net Value of Performance

A team of rational agents should perform action A if and only if the benefits of
performing A exceed the costs of performing it. V (A) denotes the benefit, or intrinsic
value of performance of A. The cost of performing an action is a function of the
resources consumed in performing it. getCost(PT) denotes total cost to a group
of agents of performing a the tasks specified in proposal tree P T . getCost(PT) is
calculated by adding up the cost to the agent responsible for performing the action
represented by each basic node.
The Net Value of Performance (N V P ) quantifies the net benefit to a team that
executes a proposal according to P TA .
N V P (P TA ) = V (A) − getCost(P T )
1

Nodes are identified by their corresponding action for ease of illustration.

(5.1)
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The following theorem defines economic rationality for a team of agents to ensure
that a rational team of agents will not perform an action if its costs outweigh its
benefits.
Definition 12 (Team Rationality) A rational team performs A if and only if
N V P (P TA ) ≥ 0.
Team rationality and net value of performance demonstrate that each agent has
abundant private information that is relevant to make a rational team decision. In
order to compute N V P of a proposal tree, the benefit of A and the cost of the
proposal tree need to be determined. Relevant information is distributed because the
costs for performing an action depend on each agent’s cost to performing the basic
actions to which they are assigned. Relevant information is abundant because the
cost of performing a basic action depends on the settings of all of the parameters to
that action, all of which may interact.

5.6

Allocation Problem

Particular attention in this thesis is given to methods for making allocation decisions. An allocation problem is a subset of the general team decision problem. In an
allocation problem, all basic-level tasks have been selected and all parameters have
been assigned. The only team decision to be made is the assignment of agents to
perform each basic-level task.
Definition 13 An allocation problem is a proposal tree in which each leaf node contains a basic-level action, and in which no agent is assigned to perform the action in
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any leaf node.
The cost of the final proposal tree depends on the costs to each agent for performing
the tasks to which it is assigned. The value of performing a complex action is assumed
to be unaffected by the agents that are assigned to perform is constituent basic actions.
Therefore, the relevant private information for making an allocation is each agent’s
cost for performing each basic action.
For example, assume that the buy-food, cook-food, and serve-food actions in
Figure 5.5 are each basic actions and all of their parameters are bound to constants.
The allocation problem involves assigning one of Kate and Dan to perform each of the
three actions. Kate and Dan’s relevant private information is their cost of performing
each of the basic actions.

5.7

Related Work

The concepts of plan and recipe (Pollack 1990) are well defined in the literature.
An agent that knows a recipe for an action knows a way to do that action. An agent
that has a plan to do an action has a mental state that incorporates a commitment
that the action be performed. A proposal tree encodes more specific information than
a recipe and relates through the notion of execution to the mental states of agents
involved in a collaboration.
The nomenclature used for the definitions in Section 5.3 is adapted from work by
Hunsberger (1999) and Grosz and Kraus (1996; 1999) to maintain consistency with
their work in SharedPlans. The group decisions faced by teams is independent of a
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particular mental model of agents and applies to other relevant models of teamwork
(Cohen & Levesque 1991; Kinny et al. 1994).
Research in the intersection of AI and economics has related to strategic interactions among agents (Kraus 2001; Sandholm 1999, inter alia). Such work makes the
assumption of individual rationality of agents — that an agent will make the decision
that is best for itself.
There is related work in the social psychology and experimental economics literature on negotiation, or decision making by a group of people (Roth 1995; Raiffa
1996). Negotiation typically involves three interrelated tasks: definition of possible outcomes, argumentation, and the search for a solution. Argumentation (Kraus,
Sycara, & Evenchik 1998) refers to the process of performing communicative acts
with the goal of changing the mental states of other agents. By contrast, the model
presented in this chapter makes the simplifying assumption that relevant knowledge
is fixed and does not change during the decision-making process, in order to highlight
the distributed and complex nature of team decision problems.

Chapter 6
Conclusion and Future Work
The problem of analyzing communication for making team decisions is both difficult and important. This thesis argues that calculating the expected amount of
information communicated is important for estimating the amount of bandwidth required by the algorithm and thus its overall effectiveness. The expected amount of
information transmitted is computed by determining the entropy of the random variable that describes each message, which provides a lower bound on the number of
bits required to encode each message.
This thesis provides a method for analyzing communication in interactions between two agents. Dialogue trees were introduced to provide means to compactly
represent the interaction between the center and a bidder. To construct the dialogue
tree, an analyst must:
1. determine the messages that can be sent from the center to each bidder, as a
function of the messages that have been sent previously; and
2. calculate the probability, from the perspective of the receiver, that each message
120
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will be sent.
Nine algorithms for two allocation problems were analyzed. Although each could
be described in less than one half page of pseudo code, calculating the probability
of each message that an algorithm might cause to be sent, from the perspective of
the receiver, required significant analysis. Some of the analysis produced surprising results. Notably, for the allocation of multiple tasks with binary private costs,
the seemingly distinct algorithms of Type-Min and Task required exactly the same
expected amount of information transmission. One may have expected that Task
would require that more information be transmitted from the center to each bidder
than Type-Min because the number of messages transmitted in the Task algorithm
is higher than the number of messages transmitted in the Type-Min algorithm. The
reason for the surprising result was that the amount of information communicated in
each message in the Type-Min algorithm was significantly higher than the amount of
information in each message transmitted in the Task algorithm.
The effect of considering coordination costs as well as revelation costs was also
surprising. In both allocation problems studied, the incorporation of coordination
costs dramatically affected the decision of which algorithm has the lowest communication cost. The thesis highlighted that the cost, in terms of wasted communication,
of choosing an incorrect algorithm can be large. As a result, system designers need
to consider the analysis of both directions of information when choosing an algorithm
for team decision making.
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Future Work

Several important problems remain for future work. One is to perform a similar
analysis of algorithms for making general team decisions. General team decision
making requires agents to consider multiple, interacting decisions. The techniques
presented in this thesis, of calculating the expected cost of messages exchanged in
making a decision using dialogue trees, are directly applicable to this significantly
more complicated problem. A first step toward analyzing algorithms for general
team decision making is the extension of the continuous cost task allocation problem
to multiple, interacting tasks.
Another important extension of the analysis is to algorithms that are not centerbased. The center was used in our analysis as a convenient method for structuring
the analysis of communication. There are disadvantages of center-based algorithms.
First, the center introduces a single point of failure, which may present a problem
when implementing a decision-making algorithm. Second, algorithms that allow bidders to communicate arbitrarily with each other may have lower communication costs
than center-based algorithms. The techniques described in this thesis, especially dialogue trees, can be used to analyze the amount of information communicated in an
interaction between any pair of agents.
This thesis compared the communication properties of nine algorithms for allocation. Another goal for future work is to specify methods for finding the best algorithm
for team decision making. This problem is more difficult than comparing algorithms
because it requires proof that no algorithm yet to be considered could perform better.
A first step toward this goal is to compute a lower bound on the expected amount
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of information that must be exchanged in order to make a correct team decision,
independent of a particular algorithm. The goal would be to uncover an algorithm
that achieves that bound.
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